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ABSTRACT 

 

One of the main challenges in decision neuroscience originates from the fact that humans do 

not make decisions alone, but rather, are influenced by their social environment. In social 

situations, in addition to making choices according to the action-outcome associations, humans 

tend to align themselves with others, even without any direct social interaction. Despite the rich 

literature on social influence, few studies have inspected the underlying neuro-cognitive and 

computational processes. In this thesis, I examine how social influence affects individuals’ 

choice and confidence in goal-directed learning, first by proposing a novel social influence 

paradigm that allows multiple players to interact with each other while engaging in a 

probabilistic reversal learning task. Using behavioral measurement and computational 

modeling, I demonstrate that social influence alters both choice and confidence and enhances 

individuals’ performance in goal-directed learning. Furthermore, an integrated value signal 

updated through both direct learning and observational learning is employed to guide future 

decisions. A model-based functional neuroimaging approach is applied to further identify that 

these dissociable value signals are encoded in the ventromedial prefrontal cortex and the 

anterior cingulate cortex gyrus, respectively. These analyses also show brain regions that 

represent dissenting social information and behavioral adjustment. Moreover, this work 

establishes the pattern of functional connectivity between the brain’s reward circuits and the 

social circuits. In a follow-up study, I assess how the expectation of the other agents’ expertise 

biases the social influence effect in goal-directed learning when playing with (un)intelligent 

computer agents in a modified social influence task. I show that such expectation only shifts 

choice preference but not confidence, and that social information is not integrated to facilitate 

learning. Together, this thesis provides a comprehensive behavioral and neurocomputational 

mechanisms of social influence in goal-directed learning. More broadly, these results shed light 

on how neurocomputational approach could be translated into psychiatry to accelerate precision 

medicine and personalized mental health.  
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ZUSAMMENFASSUNG (SUMMARY IN GERMAN) 

 

Menschen treffen viele Entscheidungen nicht alleine sondern werden durch ihr soziales Umfeld 

beeinflusst. Dies stellt eine der größten Herausforderungen für die neurowissenschaftliche 

Forschung im Bereich der Entscheidungsfindung dar. Menschliche Entscheidungen basieren 

grundsätzlich auf den Zusammenhängen zwischen Entscheidung und deren Ergebnis. In 

sozialen Situationen neigen Menschen zusätzlich dazu, dem Entscheidungsverhalten anderer zu 

folgen, selbst wenn sie nicht direkt mit ihnen interagieren. Trotz der weitreichenden Literatur 

zu sozialen Einflüssen, gibt es nur wenige Studien, die die zugrundeliegenden neuro-kognitiven 

und computationalen Prozesse betrachten. In diesem Dissertationsprojekt untersuche ich, wie 

sozialer Einfluss die Entscheidungen und die Konfidenz bezüglich Entscheidungen in einer 

zielgerichteten Lernaufgabe moduliert. Dazu entwickle ich ein neuartiges Paradigma, in dem 

mehrere Spieler im Rahmen einer probabilistischen Lernaufgabe, welche Belohnungswechsel 

beinhaltet, miteinander interagieren. Mithilfe von Verhaltensdaten und computationaler 

Modellierung zeige ich, dass soziale Einflüsse sowohl die Entscheidungen als auch die 

Konfidenz der Spieler verändern und ihr individuelles Gesamtergebnis bei zielgerichtetem 

Lernen verbessert. Des Weiteren, implementieren die Spieler ein „Belohnungssignal“, das 

sowohl durch direktes Lernen als auch durch Beobachtung anderer adjustiert und aktualisiert 

wird und zukünftige Entscheidungen bestimmt. Um die Enkodierung dieser dissoziierbaren 

„Wertsingale“ im ventromedialen präfrontalen Kortex bzw. im anterioren zingulären Kortex 

nachzuweisen, setze ich model-basierte Analysen von funktionalen Magnetresonanz-

tomographie-Daten ein. Diese Analysen zeigen auch Region, die mit der Verarbeitung von 

widersprüchlichen sozialen Informationen in Zusammenhang gebracht werden. In der hier 

verwendeten Aufgabe entsprich dies dem Grad der Abweichung des eigenen 

Entscheidungsverhaltens von dem der Mitspieler und die dadurch bestimme Anpassung im 

Verhalten. Außerdem zeigt diese Arbeit funktionelle Verbindungen zwischen den Netzwerken, 

die mit der Verarbeitung von Belohnungen und von sozialen Informationen in Zusammenhang 

stehen. In einer weiteren Studie, teste ich wie Erwartungen bezüglich der Expertise der 

Mitspieler den Effekt von sozialem Einfluss moduliert. Dafür spielen Menschen eine etwas 

modifizierte Lernaufgabe mit (un)intelligenten Computeralgorithmen. Ich zeige, dass 

Erwartungen bezüglich der Expertise nur die Entscheidungen nicht aber die Konfidenz 

verändern. Außerdem werden die durch die Computeralgorithmen gelieferten Informationen 

nicht in den Lernprozess integriert.  



 x 

Insgesamt liefert diese Dissertation eine umfassende Beschreibung wie soziale Einflüsse bei 

zielgerichtetem Lernen auf Verhaltens- und neurocomputationale Prozesse wirken. Langfristig, 

könnten diese Ergebnisse dazu beitragen neurocomputationale Ansätze auf psychiatrische 

Fragestellungen zu übertragen und so genauere und personalisierte Diagnosen und 

Behandlungsmethoden zu ermöglichen. 
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1. INTRODUCTION 

 

1.1. General Overview 

Social influence is ubiquitous for many animal species, particularly so in the human society. 

Most human decision-making takes place in a social context, where decisions are not only 

made on their own, but also affected by social peers, even unbeknown to each other. For 

instance, you may be tempted to purchase a long-dreamed product on Amazon, but on the other 

hand, the reviews and ratings of it do not seem appealing. Or in another example, imagine you 

were faced with two one-armed bandits in Las Vegas (or Monte Carlo) without any knowledge 

about the contingencies of either of them. Looking around, you observed two groups of other 

players: A group of four people was deciding to play the left bandit, but two of them showed 

some concern about their decision. Meanwhile, another group of two people moved towards 

the right bandit and appeared somewhat confident. Which bandit would you prefer?  

 

Social influence, in particular, social conformity, has been documented in a long tradition of 

economic and social psychological studies. A large variety of paradigms has been proposed to 

examine how individuals behave after receiving some sort of social information. Although rich 

evidence has been accumulated to demonstrate the effect of social influence on a battery of 

cognitive performance measures, including likeability preference, long-term memory, risky 

decisions, and economic games, little is understood about the extent to which social influence 

alters individuals’ learning process, especially in goal-directed learning. If any, it yet remains 

elusive by which computation decision-makers incorporate social signals into their own 

learning processes, let alone the neural basis and the neurocomputational mechanisms of social 

influence in goal-directed learning.  

 

Goal-directed learning plays a substantial role in human evolution. The central problem to be 

solved is to select actions in order to maximize the long-term outcome they entail. To do so, 

decision-makers ought to evaluate the subjective value of an action according to its reward-

punishment contingencies. Unlike any one-shot decision, individuals here are able to actively 

repeat the action selection procedure to theoretically explore all possible outcome associations. 

Through such trial-and-error, one may focus on the “good option” more often than on the 

others, given that the contingency remains unchanged. In short, this is how learning emerges. 

Notably, it is the internal value representations that are evaluated and compared and then 
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utilized to guide future decisions towards greater value. A large body of work has extensively 

examined the value representation and the closely-related reward prediction error (RPE), often 

modeled using the Reinforcement Learning (RL) algorithms. Such computational modeling 

techniques are particularly helpful to uncover and quantify latent processes underlying the 

cognitive performances during learning. Strikingly, computational modeling is also applied in 

combination with brain imaging so as to understand what neural underpinnings are involved in 

the valuation process and disentangle how computations are implemented in the human brain.  

 

The objective of this thesis is to investigate the behavioral and neurocomputational foundations 

of social influence in goal-directed learning, which will certainly provide significant and 

substantial empirical evidence to the existing knowledge of the neurobiological and 

computational underpinnings of social decision-making. To this end, a novel social decision-

making paradigm is developed during my PhD that allows for testing real-time interaction 

between multiple individuals in the same learning environment with functional magnetic 

resonance imaging (fMRI). This forms the main body of the current thesis.  

 

In the remainder of this chapter, I will first provide a review of the most relevant theoretical 

background. Next, I will highlight the central research questions of the current thesis. Lastly, I 

will present the structure of the current thesis with a high-level overview of each chapter.  

 

1.2. Theoretical Background 

As briefly illustrated above, the current thesis is motivated by two main streams of research: 

social influence and goal-directed learning. In this section, I will review principle findings of 

social influence in psychology (Section 1.2.1) and neuroscience (Section 1.2.2). Second, I will 

outline the computational and neurobiological basis of goal-directed learning under the 

reinforcement learning framework (Section 1.2.3). 

 

1.2.1. The social influence effect 

Social influence is a pervasive yet complex aspect of human behavior (Cialdini & Goldstein, 

2004). Unsurprisingly, it has attracted enormous attention from widespread fields of research, 

ranging from humans to non-human species, and from psychology to neuroscience. Evidence 

has shown that even non-human primates could quickly adopt social norms (e.g., Whiten, 

Horner, & de Waal, 2005; for a review, see van Schaik, 2012). Nonetheless, most studies that 

focus on social influence are conducted with humans. In human psychology, perhaps the most 
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influential and striking experiments in this respect were conducted by Solomon Asch (1951, 

1955, 1956), who reported that participants tended to align their perceptual judgment with 

confederates of the experimenter, even when their decisions were obviously counterfactual 

(Fig. 1.1). In their typical paradigm, participants were asked to choose a line (among three 

candidate lines) that matched the length the target line, and they performed this task either in a 

group setting with confederates or on their own. As a result, participants responded incorrectly 

on more than 1/3 of the critical trials in the group setting, as compared with when they were 

asked to make the same perceptual judgment alone, wherein the error rate is only less than 1% 

(Asch, 1956). Because there were neither authoritative rules, explicit requests nor even force 

involved in the task, these findings suggest that social influence, in particular, social 

conformity, is an omnipresent phenomenon that does not require authoritative enforcement 

(Bond & Smith, 1996).  

 

 

 

Figure 1.1. Asch experiment. (A) The experimental task (Asch 1951, 1955, 1956). Participants were 

asked to choose a line on the right that had the same length as the target line on the left. (B) Reactions 

of participants in the Asch experiment. Taken from wikipedia.org. 

 

It should be noted that, though, the term of social influence (or social conformity) has a slightly 

general usage both in group settings with indirect interactions and in obedience settings with 

explicit authorities (Cialdini & Goldstein, 2004). In the current review (as well as in the 

remainder of the current thesis), I will focus only on the social influence effect in group settings 

with at least 2 group members, where there is only indirect and unspoken pressure rather than 

direct force or persuasion. One other aspect when considering social influence in group settings 

is the group size. Not surprisingly, the larger the group size, the more often individuals tend to 
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conform to the group (Insko et al., 1985; Bond, 2005). In fact, most studies in psychology and 

neuroscience applied paradigms in group settings as I am referring to here. Yet, they utilize 

various group sizes, ranging from merely one other person in the same group, to an “averaged 

group opinion”, despite that nearly all of group settings were experimentally manipulated as 

an ostensible group (i.e., predetermined computer algorithm or confederates). Conformist 

behavior, for instance, is also evidenced in evaluative judgments besides perceptual decisions 

(e.g., Alquist, Ainsworth, & Baumeister, 2013). In this study, participants’ ratings for a series 

of paintings were largely altered by ostensible group ratings. Following this direction, in fact, 

a large body of recent human neuroscience studies has employed evaluative judgment and alike 

to investigate the neural signatures of social influence. This will be reviewed in greater detail 

in the next section (1.2.2).  

 

Moving beyond demonstrating the existence of social influence in human behavior, researchers 

started to examine why conformist behavior emerges? In other words, what prompts 

individuals to (re)adjust their behavior towards the direction of the group? Despite similar 

behavioral readouts (i.e., conformist behavior), the motivation might fundamentally differ from 

one another. To this end, several hypotheses have been proposed, being normative influence 

vs. informational influence, and public compliance vs. private acceptance (Deutsch & Gerard, 

1955; Cialdini & Goldstein, 2004). Albeit the slight difference, these two frameworks 

essentially ask the same central question: do people merely align themselves to minimize the 

discrepancy between them and the social norm while still maintaining their own belief, or 

indeed modify their own judgment by considering and integrating social information. 

Normative influence (and public compliance) theories, therefore, assume avoiding social 

rejection is the critical driving source of conformist behavior, whereas individuals may still 

hold their original attitude. On the contrary, informational influence (and private acceptance) 

theories suggest that the group knowledge can be treated as a pretty helpful piece of information 

about the uncertain state, such that individuals may internalize this information to optimize 

their original preference (Deutsch & Gerard, 1955; Petty & Cacioppo, 1986; Campbell & 

Fairey, 1989). For decades, these two central motives have been repeatedly examined with a 

variety of experimental paradigms in social psychology and many other related fields. Among 

them, several studies attempted to disassociate the normative influence and the informational 

influence, but results have been rather mixed (Levine, 1989; Cohen & Golden, 1972; Cialdini 

& Trost, 1998; Cialdini & Goldstein, 2004; Goodwin, Kukucka, & Hawks, 2012). This may be 

mainly because normative influence, by nature, confounds informational influence. Even 
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carefully designed experiments might still fail to rule out alternative interpretations, let alone 

these two motives share the very indistinguishable behavioral readouts. Taken together, theory 

and evidence have both suggested that, on the one hand, normative influence and informational 

influence are significant motives that lead to behavioral alignment to the group, and on the 

other hand, these two motives coexist, but seem to reflect disparate cognitive processes. At the 

neural level, these processes possibly recruit distinct activations in the brain circuits and 

modern neuroimaging technique, in particular, functional magnetic resonance imaging (fMRI), 

allows us to perform thorough investigations.  

 

1.2.2. Social influence and the brain 

Modern neuroimaging techniques have been extensively employed to uncover neural activities 

underlying cognitive mechanisms in the social domain, which, in turn, stimulated the 

emergence of the new field of “social cognitive neuroscience” (Ochsner & Lieberman, 2001). 

Since then, those powerful techniques, especially fMRI, have also been used to investigate the 

neural representations of social influence in various of experimental paradigms (for a review, 

see Izuma 2013; Schnuerch & Gibbons, 2014; Toelch & Dolan, 2015). In this section, I will 

review the neural evidence of social influence, categorized by domains of paradigms. The 

integrative view is then discussed.  

 

Perceptual decision-making 

The classic Asch experiment (1951) exemplified a systematic and stable paradigm of assessing 

social influence in perceptual decisions. Inspired by this classic paradigm, researchers moved 

on to the examination of its associated neural mechanism using fMRI. In one of the first efforts, 

Berns and colleagues (2005) invited healthy participants to perform a 3D mental rotation task. 

Crucially, participants were able to observe four other ostensible group members’ responses 

before making their own judgment. In line with the Asch experiment (1951), participants 

showed higher error rate when incorrect information was provided by the group, as compared 

when the same information was given by the computer. This behavioral pattern corresponded 

to an occipital–parietal network, which was overlapping with the early perceptual processing 

regions there were recruited when performing the task on their own. This suggested that social 

influence exerted the neural response in the occipital-parietal network, then predicted social 

conformity. On the other hand, when participants maintained the original judgment when 

incorrect information was given by the group, increased activities in the amygdala and the 
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caudate were observed, suggesting aversive and negative emotional response when deviating 

from the group norm.  

 

Similarly, Stallen and colleagues (2013) employed a dot estimation task, where participants 

conformed more often to the in-group members than out-group members. This behavioral 

effect was associated with increased activity in the caudate and the posterior superior temporal 

sulcus (pSTS). The former region suggested that agreeing with the peer group was linked to 

positive affect and reward, and the later region indicated that this process relied on mentalizing 

the perspective of the others. Altogether, these studies established initial evidence of the neural 

circuitry elicited by social influence in perceptual decision-making.  

 

Subjective evaluation 

Despite the fact that applying fMRI in perceptual decision-making is a natural extension to the 

original Asch experiments, most neuroimaging studies on social influence in group settings 

have been conducted in the context of subjective evaluation. A large range of to-be-evaluated 

objects were used in those studies, including faces (e.g., Klucharev et al., 2009; Klucharev et 

al., 2011; Zaki, Schirmer, & Mitchell, 2011), music (e.g., Berns et al., 2010; Campbell-

Meiklejohn et al., 2010), T-shirts (e.g., Izuma & Adolphs, 2013), food (e.g., Charpentier et al., 

2014; Nook & Zaki, 2005), paintings (Welborn et al., 2016), products on Amazon (e.g., De 

Martino et al., 2017), abstract symbols (e.g., Mason, Dyer, & Norton, 2009), character traits 

(Korn et al., 2014), and even jury judgements (Park et al., 2017). Regardless of the various 

categories, these studies share a common experimental protocol: participants were asked to 

first give their ratings solely based on their own preference, followed by some types of social 

information, and then they were required to provide ratings to the same collection of objects 

for the second time. The social information also varies, ranging from average group opinion to 

mock individuals. The crucial measurement is, therefore, how the brain responses when 

observing inconsistent group opinion and whether the corresponding neural signatures predict 

subsequent behavioral adjustment.  

 

In the first study that applied this protocol, Klucharev and colleagues (2009) tested a group of 

females to judge the attractiveness of other women’s faces, before and after observing a 

manipulated average group opinion. The mismatch between self-rating and group-rating was 

associated with increased activity in the posterior medial frontal cortex (pMFC) and decreased 

activity in the ventral striatum (VS) / nucleus accumbens (NAcc). Importantly, the strength of 



 7 

the conflict signal in the pMFC and the VS predicted conformity to the group opinion in the 

second rating outside the scanner. Given that both the pMFC and the VS are vital regions that 

encode prediction error in reward learning modeled within the reinforcement learning (RL) 

algorithm (see Schultz & Dickinson, 2000; Holroyd & Coles, 2002; O'Doherty, Cockburn & 

Pauli, 2017; and see section 1.2.3), the authors thus proposed an RL-like explanation of social 

conformity, in a manner that the discrepancy between individual and group ratings triggered 

an error signal, as reflected by activities in the pMFC and the VS, and then led to behavioral 

alignment. In a follow-up study, Klucharev and colleagues (2011) reported reduced conformity 

when activities in the pMFC were downregulated by brain stimulation, further suggesting the 

functional role of the pMFC in detecting conflict in the social domain. Plus, this reinforcement 

learning account, at least partially, is in support of the normative conformity. That is, perceived 

deviation from the group results in conformity to the group in order to reduce conflict. 

However, whether the internal attitude is shifted by the group opinion is yet to be determined. 

Similarly, another study (Campbell-Meiklejohn et al., 2010) asked participants to provide 

preference between two pieces of music, before and after reviewing opinions from two experts. 

Agreement with the expert advice was signaled by increased activity in the VS, whereas 

disagreement elicited increased activity in the anterior cingulate cortex (ACC; overlapping with 

the pMFC) as well as the right temporal-parietal junction (rTPJ), which supported the 

reinforcement learning account in social influence (Klucharev et al., 2009).  

 

Moving beyond, Izuma and Adolphs (2013) examined whether the attitude towards the peer 

group mediates the extent or even the direction of conformity. In their study, participants gave 

their preference for T-shirts before and after receiving the preference for the same T-shirts 

either from an in-group opinion (ostensibly made by Caltech students) or from an out-group 

opinion (ostensibly made by sex offenders). Behaviorally, the second rating was adjusted to 

the direction of the in-group opinion, and to the opposite direction of the out-group opinion. 

Notably, activity in the dorsomedial prefrontal cortex (dmPFC, part of the pMFC) increased 

when the original rating was different from the in-group opinion, as well as when it was the 

same as the out-group opinion. Izuma and Adolphs (2013) thus pointed out that a triadic 

relationship between self, other, and the to-be-evaluated object lay in the center of social 

influence. And the dorsomedial section of the prefrontal cortex may not only encode a simple 

error signal derived from the mismatch with the group; instead, the dmPFC might reflect 

cognitive inconsistency that is evoked by the dynamics of the triadic relationship. In other 

words, both being different from the in-group and being the same as the out-group create an 
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inconsistent state against individual’s original attitude, and such cognitive inconsistency is 

associated with increased activity in the dmPFC. It should be noted, though, that the cognitive 

inconsistency account and the reinforcement learning account are not mutually exclusive. In 

fact, it enriches the social reinforcement learning hypothesis by highlighting the role of attitude 

in mediating the aforementioned triadic relationship (Izuma 2013).  

 

Besides the social reinforcement learning account, a few studies assessed whether social 

influence directly alters the neural representation of an object’s internal value, to test whether 

the corresponding neural substrates reflected informational influence. In this respect, Mason 

and colleagues (2009) first exposed participants to the preference of their peers by having them 

learn the peers’ preferences of abstract symbols, and in the following fMRI session, participants 

were asked to perform an unrelated task with those previously socially rated symbols and a set 

of new symbols. The mPFC was found to respond to the “social tag” in general, regardless of 

previously socially-rated popular and unpopular, as compared with the new symbols. 

Moreover, the VS was only associated with symbols that were previously tagged as socially 

popular, suggesting that being consistent with peers may provide the experience of reward, 

hence altering the internal value of the objects. Following this line of research, Zaki and 

colleagues (2011) used a similar task as Klucharev et al. (2009), and scanned participants’ both 

ratings before and after receiving the group ratings in the scanner. Besides increased activity 

in the VS, greater activity in the orbitofrontal cortex (OFC) was also associated with faces that 

had been previously rated more positively, as compared with faces that had been rated 

negatively by the group. As both the VS and the OFC are involved in value and reward 

processing (Montague & Berns, 2002), despite their dissociated roles (Hare et al., 2008), these 

findings provid conclusive support for the assumption that social influence may sufficiently 

modify the subjective value that is assigned to a stimulus. The similar pattern of neural 

representation was also observed when hungry participants rated the desirability of food before 

and after viewing an ostensible group opinion (Nook & Zaki, 2015), further suggesting the 

original subjective value may be overwritten by the social norm. Charpentier and colleagues 

(2014) additionally identified the role of the OFC in social influence using food items. In their 

study, besides the shared procedure as the other studies (i.e., first rating, group preference, 

second rating), participants were further asked to make binary choices for each pair of items 

(i.e., which one they wanted to eat). Enhanced activity in the right inferior lateral OFC tracked 

the inconsistency between the group opinion and participant’s own preference. Intriguingly, 

the response in the OFC was mirrored at the last phase when individuals were making binary 
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choices on their own. Furthermore, such temporal coupling in the OFC in the social influence 

phase and in the action selection phase predicted conformity. These results suggest that the 

OFC may be involved in the incorporation of social influence and then reconstitute the value 

state when action is subsequently required.  

 

On top of the influential regions mentioned above (i.e., pMFC/ACC, vmPFC/OFC, rTPJ), the 

anterior insula (aINS) was also found to respond to the conflict between adolescents’ 

preference for a music clip and the group opinion (Berns et al., 2010). The activity in the 

anterior insula has been demonstrated to signal anxiety, negative arousal and aversive states 

(e.g., Peyron, Laurent, & Garcia-Larrea; 2002; Berns et al., 2006; Berns et al., 2008). These 

results show that, at least for adolescents, anxiety is also a potential mechanism for conformity: 

the anxiety caused by the mismatch between self and the social norm triggers behavioral 

adjustment. In addition, Park and colleagues (2017) tested social influence in the context of 

jury judgment. After receiving the opinion from jury committees of two sizes, individuals 

updated their judgment by appropriately weighting their original belief and the social 

information. The activity in the dorsal anterior cingulate cortex (dACC) was associated with 

belief update and predicted conformity; meanwhile, activity in the frontopolar cortex (FPC) 

was more pronounced in individuals who credited the larger group. Plus, the strength of the 

dACC-FPC coupling altered the extent to which the source of social information was 

incorporated into the updated belief.  

 

Together, studies on subjective evaluation gathered fruitful evidence of the neural 

underpinnings of social influence and provided the theoretical foundation for further 

investigations of social influence in other domains, such as, memory.  

 

Memory 

Though accumulating evidence from the context of subjective evaluation has laid a solid 

groundwork for the neural substrates in social influence, whether such influence lasts over time 

is yet to be identified. In other words, if the internal attitude of subjective value is indeed 

overwritten by the social norm, one may expect to observe the conformist behavior even after 

a time interval, thereby demonstrating a long-lasting effect that would otherwise not be possible 

if conformity has merely resulted from public compliance. To this end, Edelson and colleagues 

(2011) asked participants to watch a list of video clips, and let them answer content-related 

questions in a following test. Crucially, when participants were asked to answer the same 
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questions a few days later, they were exposed to four other ostensible group members’ opinion 

while being scanned in the scanner. Consequently, participants conformed more to erroneous 

group responses as compared with the control group. Notably, some false memory persisted 

even another week later (persistent error) whereas some did not (transient error). Greater 

amygdala activity and enhanced amygdala-hippocampus connectivity predicted this persistent 

error but not the transient error. In their follow-up study, Edelson and colleagues (2014) turned 

their attention and modified their original task (Edelson et al., 2011) to test the neural 

underpinning of the (un)recovery from misleading influence. The activity in the amygdala was 

mediating the memory representation of misleading social information in the hippocampus, 

which was tied to subsequently reduced activity in the anterior-lateral prefrontal cortex that 

reflected recovery.  

 

Similarly, Deuker and colleagues (2013) applied a facial recognition task where participants 

were asked to provide an old-new response to a set of previously encoded faces mixed with 

new faces, before and after receiving feedbacks from four ostensible group members. Enhanced 

activity in the hippocampus was closely associated with predominately correct group 

responses; on the contrary, enhanced activity in the ACC was responding to predominately 

incorrect group responses. Taken together, these studies are in support of the assumption that 

social influence may account for exact alteration of long-term memory.  

 

Economic decision-making and economic games 

It was only recently that the neurobiological foundations of social influence have been 

understood during economic decisions (e.g., Tomlin et al., 2013; Chung et al., 2015; Apps & 

Ramnani, 2017; Calluso et al., 2017, with only behavioral test; Campbell-Meiklejohn et al., 

2017; Tomlin et al., 2017) and game-theory-inspired economic games (e.g., Chang & Sanfey, 

2013; Xiang, Lohrenz, & Montague, 2013). The key difference between these two types of 

tasks is that, in economic decisions (e.g., risky decisions, intertemporal decisions) individuals 

are able to make private preferences, whereas game-theory-inspired games require social 

interaction. In practise, studies on social influence using this economic decision-making task 

expose participants to peer preference, as frequently implemented in the context of perceptual 

decisions and evaluative judgement (see previous sections). Game-theory-inspired games, 

however, inevitably apply a group setting during the task (e.g., ultimatum game), whereby co-

player’s actions exert a specific kind of social influence on their partners. Besides the social 



 11 

context, researchers may make full use of well-developed economic models to deepen the 

knowledge of the underlying neurocomputational processes in social influence.  

 

Using a simple two-choice force alternative task, Tomlin and colleagues (2013) observed 

greater activity in the bilateral aINS and the dACC when four other group members’ 

performance contradicted participants’ original choice, suggesting the role of the aINS and the 

dACC in detecting conflicts and initiating behavioral adjustment. Relatedly, Tomlin and 

colleagues (2017) applied a multiplayer spatial foraging game to examine whether individuals 

integrated the first-hand experience with social information in discovering the most rewarding 

location on a grid. Activities in the dACC, the dlPFC, bilateral parietal cortex and the left insula 

were more engaged when sources of information were in disagreement.  

 

Chung and colleagues (2015) additionally tested the possible value computations using a risky 

decision-making task. An economic utility model that integrated the group preference towards 

each gamble well-captured participants’ risk-taking behavior, and this integrated utility was 

signaled by increased activity in the ventromedial prefrontal cortex (vmPFC). Similarly, social 

influence was examined in intertemporal decision-making. Using a simple hyperbolic delay 

discounting model, Apps & Ramnani (2017) found that activity in the vmPFC was positively 

correlated with the subjective value but negatively correlated with the normative value, 

whereas dmPFC only positively correlated with the normative value. It is worth mentioning, 

though, that in this study, participants were explicitly required to make decisions for the other 

person that they observed before the testing day, and therefore, the dissociable role of the 

vmPFC and dmPFC may be specific solely in this very context. Recently, Campbell-

Meiklejohn and colleagues (2017) employed an urn task where participants inferred the color 

(red or green) of the next marble to be drawn in the urn, based on their own sample in hand as 

well as four other agents’ responses and their corresponding confidence. Results indicated that 

the increased integrated value was reflected by the activity in the vmPFC, however, the 

decreased combined value was linked to the activity in dmPFC. Plus, activity in the rTPJ was 

more involved in conformity in high-monitoring individuals than low-monitoring individuals.  

 

In addition to economic decisions, two studies (Chang & Sanfey, 2013; Xiang et al., 2013) 

considered social influence in the ultimatum game (UG). In both UGs, participants acted as the 

responder and decided to either accept or reject the money split from the ostensible proposer. 

In this setting, social influence was introduced by shifting the money split pattern by the 
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behavior of the proposer. That is, previously observed money split pattern (generous, neutral, 

or selfish) gave rise to expectation; thus, shifting such pattern may affect participants’ 

accept/reject decisions. Despite distinct economic models being utilized, both studies found 

increased activities in the dACC and the aINS when shifted money split pattern violated the 

previously established social norm. Collectively, studies applying economic decisions and 

game-theory-inspired economic games, especially when combined with computational 

modeling, have added valuable neurobiological evidence to the current account of social 

influence in decision-making.  

 

Summary 

In the last decade, the neurobiological mechanisms of social influence in group settings have 

been examined by a broad range of methods and experimental paradigms as reviewed above. 

Irrespective of the distinct categories of behavior that are influenced by the group, there are 

definite commonalities. A number of studies are in support of a social reinforcement learning 

account (Klucharev et al., 2009, 2011; Campbell-Meiklejohn et al., 2010; Tomlin et al, 2013; 

Izuma & Adolphs, 2013), where the detection of conflicts between individual’s own opinion 

and the group opinion plays a central role. This process is reflected by the potential pMFC-VS 

network. The activity in the pMFC is critical in responding to the conflict in the first place, 

which is in line with studies in other domain where the pMFC is closely related to conflict 

monitoring and cognitive control (e.g., Ridderinkhof et al., 2004; Behrens et al., 2008; 

Shenhav, Botvinick, & Cohen, 2013; Kolling et al., 2016). Similar findings were also reported 

by several event-related potential (ERP) studies, where a mediofrontal negativity around 200 

ms was elicited during the processing of deviating from group opinions (Kim et al., 2012; Chen 

et al., 2012; Shestakova et al., 2013; Yu & Sun, 2013; Kimura & Katayama, 2013). Moreover, 

the mismatch with the group gives rise to a decreased activity in the VS, which is essential in 

value processing in reward-based decision-making (e.g., Knutson et al., 2005; Knutson et al., 

2007; Haber & Knutson, 2010), suggesting that differing from the group entails negative value 

signals. It has also been suggested that cognitive imbalance, rather than mere conflict, plays 

the central role in social influence (Izuma & Adolphs, 2013).  

 

With regard to whether the social influence is normative or informational, the findings are to a 

great extent mixed. One the one hand, studies support the hypothesis of public compliance 

(hence, normative influence) have suggested conflict (e.g., Klucharev et al., 2009; Campbell-

Meiklejohn et al., 2010), cognitive imbalance (e.g., Izuma & Adolphs, 2013), or anxiety (e.g., 
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Berns et al., 2010) may cause conformity in group settings, although whether the internal status 

has changed or not was not explicitly examined. On the other hand, studies favor the hypothesis 

of private acceptance (hence, informational influence) have identified that individuals’ 

subjective value may be overwritten by integrating certain social information, which is 

particularly associated with increased activities in the vmPFC (e.g., Mason et al., 2009, Zaki et 

al., 2011; Nook & Zaki, 2015; Chung et al., 2015). Collectively, whether conformity is caused 

by normative or informational influence, namely, whether individual’s internal representation 

is overwritten, arguably depends on the category of action. When there is no overt right-or-

wrong answer (e.g., facial attractiveness judgment), normative is relatively more dominant, 

whereas when it involves subjective utilities (e.g., gamble), informational influence is more 

pronounced.  

 

Recently, researchers started to investigate confidence alongside choice behavior in group 

settings. For instance, studies either utilized the level of confidence in group members’ choices 

to serve as additional information of social influence (e.g., Campbell-Meiklejohn et al., 2017), 

or directly measured the level of confidence in the corresponding choice (e.g., Edelson et al., 

2011; De Martino et al., 2017; Park et al., 2017). However, these studies failed to examine the 

change of confidence before and after exposing the social information, as well as the interface 

between choice and confidence. All of them will be considered in the current thesis.  

 

Taken together, networks responding to conflict detection (dACC, AI), mentalizing (rTPJ, 

dmPFC), valuation (vmPFC, VS/NAcc), as well as self-related processing (mPFC) may all 

contribute to social influence (see Fig. 1.2).  

 

Despite the rich body of behavioral and neuroimaging evidence of social influence in a vast 

range of behaviors, few of them have studied how learning is affected by integrating social 

information in an experimental group setting. A central feature of learning is the integration of 

feedback into actions, whereby individuals may evaluate the subjective value thus achieve 

certain performance. Only with the objective measure of performance, can we explore (1) the 

combination and separation between information acquired from the group and information 

derived from own experience, as well as (2) the direct relevance of social information for 

valuation. However, previous studies on social influence, irrespective of the paradigms, have 

rarely considered this measurement. Instead, each trial was independent of previous trials, and 

no feedback was available after the action phase (e.g., in a facial attractiveness rating paradigm, 
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unrelated faces were presented at each trial, and as the ratings are subjective, no feedbacks 

were associated with those ratings). So far, only one behavioral experiment (Ihssen, 

Mussweiler, & Linden, 2016) has reported an altered performance during reversal learning 

after observing one experimentally manipulated agent’s choice, suggesting that social 

information might be incorporated during goal-directed learning. The current thesis, however, 

will thoroughly investigate how such incorporation is represented and computed at the 

behavioral level, the computational level, and the neural level.  

 

 

 

Figure 1.2. Hypothesized neural systems that may contribute to social influence. Mentalizing – 

DMPFC (dorsomedial prefrontal cortex) and TPJ (temporal parietal junction); Self-related 

processing – MPFC (medial prefrontal cortex); Valuation – VMPFC (ventral medial prefrontal 

cortex) and VS (ventral striatum); and Conflict detection and response – AI (anterior insula) and 

dACC (dorsal anterior cingulate cortex). Taken from (Cascio, Scholz, & Falk, 2015); the publisher 

holds the copyright. 

 

1.2.3. Framework for studying goal-directed learning 

Apart from studies on social influence, the second pillar of the theoretical foundation for the 

current thesis is goal-directed learning. Though touched briefly in the previous section, I will 

fully outline the principle findings using the reinforcement learning framework. 
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Algorithms for goal-directed learning 

For any organism, humans included, a fundamental problem to be solved is to interact actively 

with the surrounding environment in a manner that maximizes the value it entails to survive, 

meanwhile minimizes the risk that leads to harm. Regardless of a variety of strategies for 

solving this problem, the problem can be commonly broken down into separate steps. 

Specifically, at least in goal-directed learning, these steps involve (1) action representation, (2) 

action valuation, (3) action selection, (4) outcome evaluation, and (5) learning upon outcome 

evaluation (Rangel, Camerer, & Montague, 2008; also see Fig. 1.3; for a recent review, see 

O'Doherty et al., 2017). More importantly, these steps can be quantitatively represented by the 

reinforcement learning (RL) framework (Sutton & Barto, 1998), whereby a representation of 

the expected utility or value is computed and updated through trial-and-error. Following this 

framework, a reward prediction error (RPE; Schultz, Dayan, & Montague, 1997), which depicts 

the difference between actual and expected rewards, plays a crucial role in the value 

computation. Such computation thus enables an individual to make more precise prediction 

about the environment by iteratively adjusting their predictions towards the actual outcome.  

 

 

 

Figure 1.3. Framework for studying goal-directed learning. Goal-directed learning can be broken 

down into five steps: (1) action representation, (2) action valuation, (3) action selection, (4) outcome 

evaluation, and (5) learning. Taken from (Rangel et al., 2008); the publisher holds the copyright. 
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In its simplest form, the valuation process follows the Rescorla-Wagner value update rule 

(Rescorla & Wagner, 1972): given the actual reward R, the expected value V is updated by the 

RPE δ, with a step weight called the learning rate η (0< η <1): 

 

,  (1.1) 

 

where the RPE δ depicts the difference between the actual reward R and the expected value V:  

 

. (1.2) 

 

Putting together, when an action leads to a reward, the expected value increase, hence the 

associated action will become more valuable and reinforced. On the contrary, when an action 

results in a punishment, the associated action will become devalued and disfavored.  

 

Neurocomputational substrates 

The RL algorithms formally define the value signal and the RPE at the computational level. 

Moving beyond, by asking how those learning signals are implemented in the brain, we are 

able to better understand the brain’s computational processes. Among several areas, 

accumulated evidence from cognitive neuroscience has documented two central regions in the 

brain that are associated with those learning signals, being the ventromedial prefrontal cortex 

(vmPFC) and the ventral striatum (VS). The activity in the vmPFC is greatly linked with the 

value representation during the action selection phase, as suggested by studies from both 

animal electrophysiology (e.g., Padoa-Schioppa & Assad 2006; McDannald et al., 2011) and 

human neuroimaging (e.g., Plassmann, O'Doherty, & Rangel, 2007; Levy & Glimcher, 2012; 

Bartra, McGuire, & Kable, 2013). Plus, the activity in the VS is scaled in accordance with the 

RPE at the outcome evaluation phase, as revealed by the seminal work by Schultz and 

colleagues (1997) as well as human neuroimaging studies (e.g., O'Doherty et al., 2003b; 

Wittmann et al., 2005; D'Ardenne et al., 2008; Behrens et al., 2008). Several open questions 

remain, for instance, about the neural representation of the trade-off between model-free 

learning (which dependes only on the valuation in the current state) and model-based learning 

(which requires forward planning between different states), their influencing factors, and the 

potential transitions between the two types of learning (for a review, see O'Doherty et al., 2017; 

see Fig. 1.4 for a summary of common brain regions related to value-based decision-making 
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in both model-free control and model-based control). A more complete review of these topics 

is beyond the scope of the current thesis.  

 

 

 

Figure 1.4. Schematic mapping of key neuroanatomical implementations underlying model-

based and model-free control. Model-based learning replies on the mental representation (e.g., 

cognitive map) of both the state and the action. Conversely, model-free learning depends on the value 

representation of the current state, accumulated and updated by the history of prior reinforcement 

learning. Given the setup and the structure of the paradigm in the current thesis (see Chapter 2), 

brain regions associated with model-free learning are more relevant. Taken from (O'Doherty et al., 

2017), the publisher holds the copyright. 

 

Learning and valuation in social contexts 

Humans and other animals rarely confront with the environment in isolation, but rather, their 

learning and decision-making processes involve social interaction. A particular challenge is 

that the social interaction is dynamic rather than stationary. Therefore, the agent needs to 

adaptively incorporate and update the social information to achieve ultimate outcome. When 

narrowing down to the field of neuroscience, the problem is to work out whether the goal-

directed learning in a social situation recruits overlapping or separate brain networks as 

compared with the action selection in a nonsocial context. One straightforward approach is to 
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test whether the RL framework for studying the neurobiology of goal-directed learning can be 

extended and applied to the social domain, using paradigms like observational learning. In its 

simplest form, rather than maintaining and updating the value representation through direct 

experience, individuals are asked to learn through observing actions of another agent. In this 

respect, Cooper and colleagues (2012) reported evidence for reward prediction errors in the 

dorsal striatum not only in experiential learning, but also in observational learning. These 

findings reveal that, at least for the simplest form of observational learning, the brain recruits 

a similar circuitry and network for learning through vicarious valuation as it does when learning 

through direct action-outcome experience. Such similarity holds in a list of other social 

situations where individuals employed RL-like models to update values through observation 

(e.g., Seo, Barraclough, & Lee, 2009; Liljeholm, Molloy, & O'Doherty, 2012). Besides 

simulating the reward through the observational reward prediction error, individuals may also 

simulate the other agent’s actions during observation to facilitate learning, hence producing an 

observational action prediction error. Using similar learning tasks, several studies have found 

the dlPFC in engaged in the representation of the observational action prediction error (e.g., 

Burke et al., 2010; Suzuki et al., 2012; Burke et al., 2016).  

 

However, in other social context, besides the reward-learning network the brain may require 

mentalizing or theory of mind circuitry to consider the perspective of the agent (Frith & Frith, 

2003; Frith & Frith 2006). For instance, Behrens and colleagues (2008) investigated whether 

individuals integrated information from both direct learning and advice of a confederate in an 

associative learning paradigm. Crucially, the confederate had their own interest in this learning 

situation, therefore sometimes showed misleading recommendations to the participants. Neural 

activity that was engaged in encoding such a social value (i.e., reliability) update was found in 

the dmPFC as well as in the rTPJ. Moreover, the ACC gyrus (ACCg) was found to reflect the 

value of the social information, as indicated by the volatility of confederate advice. In a similar 

vein, Boorman and colleagues (2013) found the ACCg, the dmPFC as well as the rTPJ were 

associated with the ability tracking and belief updating signals when learning about another 

agent’s performance on a financial investigate task. Furthermore, Hampton and colleagues 

(2008) examined the neural response in a strategic game against a dynamic opponent and found 

the computational signal of higher-order belief update was encoded in the dmPFC and the 

superior temporal sulcus (STS). Relatedly, Hill and colleagues (2017) applied the same task 

using combined TMS-fMRI when downregulating the activities over rTPJ/STS and observed 

reduced behavioral and neural patterns of mentalizing-related computations. Similarly, Sukuzi 
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and colleagues (2015) used a consensus game and found evidence for neural representation of 

the belief update of other co-players’ likely future actions in posterior STS (pSTS), and found 

that this activation was particularly more pronounced when playing with humans as compared 

to playing with computers.  

 

Taken together, the framework of reinforcement learning has brought considerable advances 

in studying the neurocomputational mechanisms underlying goal-directed learning. Studies 

have highlighted the functions of value representation and value update through the RPE in 

non-social situations. In social situations, which is much more relevant in everyday life, though 

reward learning and related decision-making may recruit the similar neural circuitry as that 

used when learning through direct experience, additional brain networks are often required to 

represent and infer other people’s knowledge and mental state, in order to facilitate learning in 

various social context. However, the computational nature of these two networks and their 

interactions is not fully understood. For example, whether learning signals and inference 

signals are deployed in parallel or are in fact mutually informing? One possibility is that the 

social network gathers social information and then is integrated with the valuation network to 

guide future actions. The current thesis will design fine-grained paradigms to tease apart the 

shared and distinct contributions of these two systems in goal-directed learning.  

 

1.3. Research Questions 

Neurobiological studies have brought fruitful evidence of the neural representations of social 

influence (Section 1.2.2) and goal-directed learning (Section 1.2.3). However, questions 

remain about how these two categories of neural coding interact with each other, and how 

distinct sources of information are computed and implemented in the human brain. In addition, 

different brain circuits are highlighted in different investigations. As such, future studies ought 

to understand the potential neural representation in various situations. In particular, most 

studies on social conformity grouped multiple yet disparate phases together when investigating 

the social influence effect. For instance, studies that measured the behavioral change in 

subjective evaluations oftentimes only measured the neural signature during the presentation 

of the social information, leaving the behavioral change just in post-scanning sessions. It is 

arguably crucial, though, to examine how individual’s internal value/utility is altered after 

receiving social information on a moment-by-moment basis, and how such neural substrates 

interacts with the brain’s social network. One possible solution, as in the current thesis, is to 

investigate goal-directed learning processes in a group setting that is similar to typical social 
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influence paradigms. As briefly touched above (Section 1.2.2), applying common learning 

paradigms not only allows for teasing apart independent contributions from both reward-based 

information and social-based information but also makes it possible to disentangle the interplay 

between these two pieces of information. Furthermore, testing how individuals undertake goal-

directed learning in a social context provides better ecological validity to resemble real-life 

situation than completing those tasks in isolation.  

 

In sum, the main objective of the current thesis is to explore social influence in goal-directed 

learning and its behavioral neurocomputational mechanisms. Specifically, the current 

thesis aims to:  

 

(a) measure social conformity in goal-directed learning paradigm that allows for real-time 

interaction between multiple individuals; 

 

(b) test and validate computational models that are able to capture this behavioral pattern; and  

 

(c) identify brain areas that are involved in the computation of integrating social information 

into one’s own decision-making processes, and examine their functional connectivity.  

 

1.4. Thesis Structure 

Following the above aims, Study 1 (Chapter 2 – 4) uses a novel social decision-making 

paradigm to study the behavioral pattern, computational mechanisms, and neurobiological 

substrates of social influence in goal-directed learning. Chapter 2 explains the rationale and 

the step-by-step structure of the novel social influence paradigm, which explores both 

individual’s action and confidence when being exposed to social information. The features of 

this paradigm and the advantages over typical paradigms in social influence literature is 

discussed. Chapter 3 examines both the model-free effect and the model-based pattern using 

this paradigm. Behaviorally, both action and confidence are altered by the group information, 

but in distinct fashion. Computationally, hierarchical Bayesian modeling is employed to test 

several competing hypotheses, and the behavioral patterns are well recapitulated by the 

winning model. Furthermore, the winning model’s parameters show close relationship to the 

behavioral features. The motivation of employing hierarchical cognitive modeling is also 

introduced. Moving beyond, Chapter 4 identifies the brain networks that are associated with 

both the reward information (via direct learning) and the social information (via observational 
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learning). The neural implementations of the valuation and the integration of both sources of 

information are further investigated. A practical approach of validating error-like signals is 

further discussed. As a behavioral follow-up, Study 2 (Chapter 5) explores how expectation 

of the agents’ expertise shapes behavioral adjustment when playing with (un)intelligent 

computers in a modified task adapted from Study1. This chapter repeats the established 

analysis protocol and tests the behavioral and computational differences induced by 

expectation. Finally, a summary of the main findings, contributions, their relation to the 

literature, and challenges of studying decision neuroscience, and more broadly the newly 

emerged field of computational psychiatry, are discussed in Chapter 6. 
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2. THE SOCIAL INFLUENCE TASK 

 

To thoroughly examine how social information alters goal-directed learning, we develop a 

novel paradigm that allows multiple players to interact with each other in real-time while 

engaging in a probabilistic reversal learning task. This chapter explains the task’s structure and 

composition, their scientific rationale, as well as the advantages over previous paradigms 

regarding the theoretical contribution.  

 

2.1. Probabilistic Reversal Learning Task 

The probabilistic reversal learning (PRL) task has been widely used in studying the neural 

underpinnings of behavioral adaptation in humans, and its task nature is well-suited to apply 

the reinforcement learning framework (Section 1.2.3) to examine the computational 

mechanisms of such adaptive learning (e.g., Cools et al., 2002; Hampton et al., 2007; Gläscher, 

Hampton, & O'Doherty, 2009; den Ouden et al., 2013; Iglesias et al., 2013). In a simple two-

alternative forced choice PRL (see Fig. 2.1), each choice option is associated with a particular 

reward probability (e.g., 70% and 30%). After a fixed (e.g., 10 trials) or various (e.g., 8-12 

trials) length of trials, the reward contingencies reverse, such that individuals who are 

undergoing this task need to readapt to the new learning environment so as to maximize their 

outcome. Given that there is always a “correct” option, which leads to more reward than 

punishment, alongside an “incorrect” option, which causes otherwise, a higher-order 

anticorrelation structure thus exists to represent the underlying reward dynamics.  

 

Compared with tasks with constant reward probability (e.g., always being 70% in the 

experiment), the PRL task requires individuals to continuously pay attention to the reward 

contingency, in order to adapt to the potentially new state of the reward structure, and to ignore 

the (rare) probabilistic punishment from the “correct” option. As a result, the PRL task assures 

constant learning throughout the entire experiment (see den Ouden et al., 2013 for more 

details). We, therefore, adopted the PRL task with varying lengths of reversals (i.e., a reversal 

after every 8-12 trials) as the core of our social influence task. In fact, one of our early pilot 

studies used a fixed reward probability. In this pilot, participants quickly learned the reward 

contingency and neglected the social information; in this version, we thus could not tease apart 

the contributions between reward-based influence and socially-based influence.  
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Figure 2.1. Example reward structure of the probabilistic reversal learning task (PRL). The 

reward probability (p) of a certain choice option (e.g., a blue abstract fractal) is initialized at 0.7. 

After 8-12 trials, the reward probability reverses to become 0.3. The reward probability of the 

alternative option is 1-p. This reversal happens multiple times throughout the entire experiment.  

 

2.2. Breakdown of the Social Influence Task 

Our social influence task utilizes the binary-choice PRL task in a group setting, where five 

individuals are presented and engaged in the same PRL via an intranet connection without 

experimental deception. For a certain participant, portrait photos of all other same-gender co-

players are always displayed within trials. This manipulation increases the ecological validity 

of the task, at the same time creates a more engaging situation for the participants. The social 

influence task contains six phases, and each phase is explained as follows (and see Fig. 2.2).  

 

Phase 1. Initial choice (1st choice). Upon the presentation of two choice options using 

abstract fractals, participants are asked to make their 1st choice. A yellow frame is then 

presented to highlight the chosen option.  

 

Phase 2. Initial bet (1st bet). After making the 1st choice, participants are asked to indicate 

how confident they are in their choice, 1 (not confident), 2 (reasonably confident) or 3 (very 

confident). Notably, the confidence ratings also serve as post-decision wagering metric 

(Persaud, McLeod, & Cowey, 2007); namely, the ratings will be multiplied by their potential 

outcome on each trial. For instance, if a participant wins on a particular trial, the reward unit 
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(i.e., 20 cent in the current setting) will then be multiplied with the bet (e.g., 2) to obtain the 

final outcome (20 * 2 = 40 cent). Therefore, the confidence rating in the current paradigm 

is referred to as “bet”. A yellow frame is presented to highlight the chosen bet.  

 

Phase 3. Preference giving. Once all participants have provided their choices and bets, the 

choices (but not the bets) of the other co-players will be revealed. Crucially, instead of 

seeing all four other choices at the same time, participants have the opportunity to 

sequentially uncover their peer’s decisions. In particular, participants can decide whom to 

uncover first and whom to uncover second, depending on their preference. The remaining 

two choices will then be displayed automatically. This manipulation is essential, because in 

studies of decision-making, individuals tend to assign different credibility to their social 

peers based on their performance (e.g., Behrens et al., 2008; Boorman et al., 2013). Now 

that there are four other co-players in the same learning environment, it is likely that they 

have various performance levels, and therefore shall receive difference credibility.  

 

Phase 4. Choice adjustment (2nd choice). When all four other choices are presented, 

participants are able to adjust their choices given the social information. The yellow frame 

is shifted accordingly to highlight the adjusted choice.  

 

Phase 5. Bet adjustment (2nd bet). After the choice adjustment, participants might adjust 

their bet as well. Additionally, participants also observe other co-players’ second choices 

(on top of the first choices) once they have submitted their adjusted bets. Presenting other 

co-players’ choices after the bet adjustment rather than the choice adjustment prevents a 

biased bet adjustment by the additional social information. The yellow frame is shifted 

accordingly to highlight the adjusted bet. 

 

Phase 6. Outcome delivery. Finally, the outcome is determined by the combination of their 

2nd choice and 2nd bet. Outcomes of the other co-players are also displayed, but shown only 

as the single reward unit (i.e., 20 cent) without multiplying their 2nd bet. This is to provide 

participants sufficient yet not overwhelming information about their peer’s performance.  
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Figure 2.2. Social influence task. The social influence task consists of six phases, with photos of 

four other same-gender co-players always displayed on the screen. Phase 1, each trial begins with a 

choice selection between two abstract fractals. Phase 2, a bet (1, 2 or 3) is placed upon the selection 

of the 1st choice. Phase 3, the choices of the other co-players are sequentially revealed depending on 

participants’ preferences: After indicating the 1st and the 2nd preferred choices, the remaining two 

will show up automatically. Phase 4, a choice adjustment can be made after seeing the social 

information. Phase 5, a bet change can be made after adjusting the choice. Phase 6, outcome is 

revealed based on the 2nd choice and 2nd bet (i.e., reward unit multiplied with the 2nd bet), together 

with the outcomes of the other co-players (i.e., only shown as the reward unit), followed by a jittered 

inter-trial interval (ITI). Note that the portrait photos shown here (NimStim database, Tottenham et 

al., 2009) are served only for illustration purpose; in the real experiment, we used actual portrait 

photos from the participants.  
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In the main experiment, we did not explicitly tell participants that we were interested in social 

influence. Therefore, the cover story instructed the social influence task as a multi-player 

decision game, where the goal was to maximize the personal outcome of the game. Crucially, 

all participants’ decisions were independent. Namely, there was neither cooperation nor 

competition, such that the outcome coherence (e.g., 2 win + 3 loss) did not affect anyone’s 

outcome. Participants were further instructed that there were different reward probabilities 

associated with the two options, and the reward probability would reverse multiple times over 

the course of the experiment. They were not informed when and how many times it would 

happen. Given this uncertainty, participants were instructed that they may either trust their own 

learning experience through trial-and-error, or take decisions from their peers into 

consideration, as some of them might learn faster than the others. Participants’ explicit 

awareness of all possible alternatives was crucial for the implementation of our social influence 

task (see Section 3.2.1 for more practical details; and see Appendix A for the task instruction). 

 

2.3. Theoretical contribution 

Employing our multi-stage social influence task confers several advantages over previous 

investigations of social influence regarding theoretical contribution.  

 

First of all, the social influence task is constructed using the PRL as its core, which requires 

participants to continuously learn the action-outcome association. Given this feature of the PRL 

task, one can undoubtedly evaluate the choice value based on their own trial-and-error 

experience. The social component, however, likewise provides useful information for the 

participants to complement or revise their initial valuation. Because all participants are engaged 

in the same learning environment, integrating social information is expected to facilitate 

learning (e.g., Behrens et al., 2008; Burke, et al., 2010, 2016). Individuals’ direct learning 

might be sufficient to cope with the PRL. However, our PRL task is relatively demanding 

because it involves multiple reversals and various length of reversal segments. At a certain 

period of the experiment, individuals may fail to detect the reversal and still insist on 

considering negative outcomes as rare events. Should individuals receive additional 

information from their peers who are performing the same learning task, they will be able to 

decide whether to switch to the alternative option more quickly than when they are learning 

alone. More importantly, this unique duo-learning feature enables us to dissociate reward-based 

information and socially-based information during valuation, which has not yet been 

adequately addressed by previous paradigms.  
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Secondly, the structure of the PRL task allows us to uncover the hidden decision process using 

the RL framework. Notably, although previous studies have proposed a reinforcement learning 

account for the social influence effect in decision-making (e.g., Klucharev et al., 2009; also see 

Section 1.2.2), none of them had formally tested this hypothesis using computational modeling 

technique. Our task, on the other hand, makes full use of the PRL structure and considers 

essential computational signals that account for individuals’ decision.  

 

Moreover, our social influence task involves a multi-player setting, which makes it possible to 

parametrically test how group coherence alters individuals’ decision. Most studies on social 

influence imposed either an “average group opinion” (e.g., Klucharev et al., 2009; Nook & 

Zaki, 2015) or “another agent” (e.g., Stallen et al., 2013; Welborn et al., 2016; Ihssen et al., 

2016) on the participants. Also, several studies employed multiple agents in the experiment, 

but the agents’ responses were predetermined, and usually only one possible coherence level 

was introduced (e.g., Berns et al., 2005; Edelson et al., 2011). So far, only a few studies (e.g., 

Tomlin et al., 2013; Deuker et al., 2013; Campbell-Meiklejohn et al., 2017) have considered 

coherence as an influencing factor and demonstrated the different extent to which social 

conformity is biased by different group coherence. Not surprisingly, all these studies applied a 

group of five in their experiment. This is because for a particular participant, s/he will see four 

other co-players, and the four “other players” could form three types of coherence, namely a 

complete consensus (4:0), a somewhat agreement (3:1), or a tie (2:2); and the group of five is 

a suitable size for laboratory experiment. Our task follows this composition to provide 

substantial evidence in this vein.  

 

Lastly, the multi-phase procedure in our social influence task well resembles every essential 

step in social influence studies, thus providing high ecological validity, let alone the real-time 

interaction allows for actual group responses instead of artificial manipulation. Besides choice 

preference, the confidence level (i.e., “bet”) is also taken into account in our paradigm. 

Together, our social influence task (1) measures initial option valuation, social information 

integration, and preference adjustment, (2) enables elaborate computational modeling under 

the RL framework, and therefore (3) makes it possible to thoroughly examine the neural 

activities related to the behavioral changes using neuroimaging techniques. All of them will 

shed light on the neurocomputational mechanisms of social influence in goal-directed learning.  
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3. MODEL-FREE AND MODEL-BASED EFFECTS OF SOCIAL 

INFLUENCE IN GOAL-DIRECTED LEARNING 

 

3.1. Introduction and Hypotheses 

This chapter aims to provide insights into how social influence alters goal-directed learning at 

both the behavioral level and the computational level using our social influence task. Based on 

previous findings and our research questions, we have the following hypotheses:  

 

H1a: At the behavioral level, individuals are expected to switch more often to the opposite 

option when they receive dissenting rather than confirming social information, and this pattern 

is shaped by group coherence.  

 

H1b: Additionally, individuals are expected to increase their bet when they are in line with the 

group, whereas decrease their bet when they are misaligned with the group. This pattern is 

likewise shaped by group coherence.  

 

H2a: At the computational level, given the structure of the PRL task, a fictitious update RL 

model that incorporates the anticorrelation structure (Section 2.1) of the options ought to be 

more efficient than the simple RL model that only updates the value of the chosen option.  

 

H2b: Crucially, RL models that accommodate instantaneous social information are expected 

to outperform non-social RL models.  

 

H2c: Social models that decompose the instantaneous social influence (for the 2nd choice) and 

the social learning (for the 1st choice) are expected to provide better predictive accuracy than 

models that do not make this distinction. Besides, participants’ 1st choice is expected to be 

accounted for by a combined value signal from both their own valuation through the RL update 

and the vicarious value updated through social learning.  

 

3.2. Methods 

 

3.2.1. Participants and Procedure 
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Participants 

Forty-one groups of five healthy, right-handed participants were invited to participate in the 

study. No one had any history of neurological and psychiatric diseases, nor current medication 

except contraceptives or any MR-incompatible foreign object in the body. To avoid gender 

bias, each group consisted only same-gender participants. Forty-one out of 205 participants 

(one of each group) were scanned with fMRI while undergoing the experimental task. The 

remaining 164 participants were engaged in the same task via an intranet connection, while 

being seated in the adjacent behavioral testing room outside the scanner. Twenty participants 

out of 205 who had only switched once or had no switch at all were excluded, including two 

fMRI participants. This was to ensure that the analysis was not biased by these non-responders 

(e.g., Tomlin et al., 2013). The final sample consisted of 185 participants (95 females; mean 

age: 25.56 ± 3.98 years; age range: 18-37 years), and among them, 39 participants belonged to 

the fMRI group (20 females; mean age: 25.59 ± 3.51 years; age range: 20-37 years). All 

participants gave informed written consent before the experiment. The study was conducted in 

accordance with the Declaration of Helsinki and was approved by the Ethics Committee of the 

Medical Association of Hamburg.  

 

Experimental task 

To ensure complete understanding of the task procedure, this study was composed of a two-

day procedure: pre-scanning training (Day1), and social influence task (Day2).  

 

Pre-scanning training (Day1) 

One to two days prior to the MRI scanning, five participants came to the behavioral lab to 

participate in the pre-scanning training. Upon arrival, they received the written task instruction 

and the consent form. After returned the written consent, participants were taken through a 

step-by-step task instruction by the experimenter and were given opportunities to ask any 

questions related to the task. Notably, participants were explicitly informed (1) that an intranet 

connection was established so that they would observe real responses from the others, (2) what 

probabilistic reward meant by receiving examples, (3) that there was neither cooperation nor 

competition in this experiment, and (4) that the reward probability could reverse multiple times 

over the course of the experiment, but participants were not informed about when and how 

often this reversal would take place. Importantly, to shift the focus of the study away from 

social influence and conformity, we stressed the experiment as a multi-player decision game, 

where the goal was to detect the “good option” so as to maximize their personal payoff in the 
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end. To further enhance participants’ motivation, we informed them that the amount they would 

gain from the experiment would be added to their base payment (see below Reward Payment). 

After participants had fully understood the task, we took portrait photos of them. To avoid 

emotional arousal, we asked participants to maintain a neutral facial expression as in typical 

“passport photos”. To prevent potential confusion before the training task, we further informed 

participants that they would only see photos of the other four co-players without their own.  

 

The training task contained 10 trials and differed from the main experiment in two aspects. 

Firstly, it used a different set of stimuli than used in the main experiment to avoid any learning 

effect. Secondly, participants were given longer response window to fully understand every 

step of the task. Specifically, each trial began with the stimuli presentation of the two choice 

alternatives (4000ms), followed by the 1st bet (3000ms). After the two sequential preference 

ratings (3000ms each), all 1st choices from the others were displayed below their corresponding 

photos (3000ms). Participants were then able to adjust their choice (4000ms) and their bet 

(3000ms). Finally, outcomes of all participants were released (3000ms), followed by a jittered 

inter-trial interval (ITI, 2000 – 4000ms). To help participants familiarize themselves, we orally 

instructed them what to expect and what to do on each step for the first two to three trials. The 

procedure during Day1 lasted about one hour.  

 

Social influence task (Day2) 

On the testing day, the five participants came to the MRI building. After a recap of the task 

instruction, the fMRI participant gave the MRI consent and entered the scanner to perform the 

social influence task, while the remaining 4 participants were seated in the same room adjacent 

to the scanner to perform the same task. All computers were interconnected via the intranet. 

They were further instructed not to make any verbal or gestural communications with other 

participants in the experiment.  

 

The main experiment contained 100 trials and used a different pair of stimuli from the training 

task. It followed the exact description detailed in Section 2.2. Specifically, each trial began 

with the stimuli presentation of the two choice alternatives (2500ms), followed by the 1st bet 

(2000ms). After the two sequential preference ratings (2000ms each), all 1st choices from the 

others were displayed below their corresponding photos (3000ms). Participants were then able 

to adjust their choice (3000ms) and their bet (2000ms). Finally, outcomes of all participants 
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were released (3000ms), followed by a jittered inter-trial interval (ITI, 2000 – 4000ms). The 

procedure during Day2 lasted about 1.5 hours. 

 

Reward payment 

All participants were compensated with a base payment of 35 Euro plus the reward they had 

achieved during the main experiment. In the main experiment, to prevent participants from 

careless responses on their 1st choice, they were explicitly instructed that on each trial, either 

the 1st choice or the 2nd choice would be used to determine the final payoff. However, this did 

not affect the outcome delivery on the screen. Namely, although on some trials participants’ 1st 

choice was used to determine their payment, only outcomes that corresponded to the 2nd choice 

appeared on the screen. Additionally, when their total outcome was negative, no money was 

deducted from their final payment. Overall, participants gained 4.48 ± 4.41 Euro after 

completing the experiment. Finally, the experiment ended with an informal debriefing session.  

 

Data acquisition 

Stimulus presentation, MRI pulse triggering, and response recording were accomplished with 

Matlab R2014b (www.mathworks.com) and Cogent2000 (www.vislab.ucl.ac.uk/cogent.php).  

 

In the behavioral group (as well as during the training task), buttons “V” and “B” on the 

keyboard corresponded to the left and right choice options, respectively; and “V”, “B”, and  

“N” corresponded to the bets “1”, “2”, and “3”, respectively. As for the MRI group, a four-

button MRI-compatible button box with a horizontal button arrangement was used to record 

behavioral responses. To avoid motor artifacts, the position of the two choices options was 

counterbalanced for all the participants.  

 

3.2.2. Statistical Analysis 

To test our hypotheses H1a and H1b, we assessed the choice switch probability (how likely 

participants switched to the opposite option) and the bet difference (2nd bet minus the 1st bet) 

as a measurement of how choice and confidence were modulated by the social information. 

Neither group difference (fMRI vs. behavioral) nor gender difference (male vs. female) was 

observed for choice switch probability (group: F1,914 = 0.14, p = 0.71; gender: F1,914 = 0.24, p 

= 0.63) and bet difference (group: F1,914 = 0.09, p = 0.76; gender: F1,914 = 1.20, p = 0.27). Thus, 

we pulled data altogether to perform the subsequent analysis. Additionally, trials where 

http://www.mathworks.com/
http://www.vislab.ucl.ac.uk/cogent.php
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participants did not give valid responses on either the 1st choice or the 1st bet in time were 

excluded for from the sample. On average, 7.9 ± 7.3% of the entire trials were excluded.  

 

We first tested how choice switch probability and bet difference varied as a function of the 

direction of the group (with and against, with respect to each participant’s 1st choice) and the 

coherence of the group (2:2, 3:1, 4:0, view of each participant). To this end, we submitted the 

choice switch probability and the bet difference to an unbalanced 2 (direction) x 3 (coherence) 

repeated measures ANOVAs. The unbalance was due to the fact that data in the 2:2 condition 

could only be used once, and we grouped it into the “against” condition, resulting in three 

coherence levels in the “against” condition and two coherence levels in the “with” condition. 

Grouping it into the “with” condition did not alter the results. We also sought to account for 

the random effect in this analysis. Therefore, we constructed five mixed effect models (see 

Table 3.1 and Table 3.2) with different random effect specifications, and selected the best one 

for the subsequent statistical analysis.  

 

Table 3.1. Mixed-effect models for the measurement of choice switch probability with 

different random effect specifications 

Model AIC p 

y ~ dir*coh + (1|sub) −506.75 -- 

y ~ dir*coh + (1|sub) + (1|gender) + (1|group) −502.84 0.956 

y ~ dir*coh + (1|sub) + (1|gender) + (1|group) + (1|dir:sub) −526.13 < 0.001 

y ~ dir*coh + (1|sub) + (1|gender) + (1|group) + (1|coh:sub) −500.84 1.000 

y ~ dir*coh + (1|sub) + (1|gender) + (1|group) + (1|dir:sub) + (1|coh:sub) −524.13 < 0.001 

Note: Models are specified in the “lme4” syntax: “varA*varB” denotes the main effect plus the 

interaction effect between variables A and B; “(1|var)” denotes the single random effect; 

“(1|varA*varB)” denotes the interaction random effect between variables A and B. “dir” = direction 

(with vs. against the group). “coh” = group coherence level (2:2, 3:1, 4:0). “sub” = subject. “gender” 

= gender distinction (female vs. male). “group” = measurement group (fMRI vs. behavioral). AIC = 

Akaike Information Criterion. Lower AIC value indicates better model. p values are calculated with 

2 test, relative to the 1st model. In the current case, the 3
rd

 model best captures the random structure 

of the data.  
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Table 3.2. Mixed-effect models for the measurement of bet difference with different 

random effect specifications 

Model AIC p 

y ~ dir*coh + (1|sub) 101.21 -- 

y ~ dir*coh + (1|sub) + (1|gender) + (1|group) 105.21 1.000 

y ~ dir*coh + (1|sub) + (1|gender) + (1|group) + (1|dir:sub) 107.21 0.983 

y ~ dir*coh + (1|sub) + (1|gender) + (1|group) + (1|coh:sub) 107.21 1.000 

y ~ dir*coh + (1|sub) + (1|gender) + (1|group) + (1|dir:sub) + (1|coh:sub) 109.21 0.937 

Note: Models are specified in the “lme4” syntax: “varA*varB” denotes the main effect plus the 

interaction effect between variables A and B; “(1|var)” denotes the single random effect; 

“(1|varA*varB)” denotes the interaction random effect between variables A and B. “dir” = direction 

(with vs. against the group). “coh” = group coherence level (2:2, 3:1, 4:0). “sub” = subject. “gender” 

= gender distinction (female vs. male). “group” = measurement group (fMRI vs. behavioral). AIC = 

Akaike Information Criterion. Lower AIC value indicates better model. p values are calculated with 

2 test, relative to the 1st model. In the current case, the 1
st
 model best captures the random structure 

of the data.  

 

We then tested if there was a linear trend within each direction condition as a function of the 

group coherence. That is, we were interested in whether the choice switch probability in the 

“against” (or “with”) condition showed a significant increase (or decrease) trend as the group 

coherence. To this aim, we first dummy coded the coherence 2:2, 3:1, 4:0 as 1, 2 and 3, then 

performed a simple 1st-order polynomial fit using the choice switch probability as a function 

of the newly coded coherence. We concluded the linear trend as long as the slope term was 

significant. Similarly, the linear trend in the bet difference was also tested as a function of the 

group coherence for each direction.  

 

Next, we tested the learning effect within each trial when moving across the reversal. To this 

aim, we assessed the accuracy of both choices (whether selecting the more rewarding option) 

as well as both bets’ magnitude (i.e., 1, 2 and 3). We selected a window of three trials to perform 

this analysis, namely, three trials before the reversal and three trials after the reversal, with the 

reversal included. We then stacked the data with respect to the reversal (i.e., time-lock) and 

averaged them per participants. Similar to the above analysis, here we submitted the data to a 

2 (1st accuracy / 1st bet vs. 2nd accuracy / 2nd bet) x 7 (relative trial position, −3, −2, −1, 0, +1, 

+2, +3) ANOVAs with five difference random effect specifications, respectively (see Table 
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3.3 and Table 3.4). If the main effect of position was significant, we then submitted the data to 

a post-hoc comparison with Tukey’s HSD correction.  

 

Table 3.3. Mixed-effect models for the measurement of choice accuracy with different 

random effect specifications 

Model AIC p 

y ~ typ*pos + (1|sub) −1559.9 -- 

y ~ typ*pos + (1|sub) + (1|gender) + (1|group) −1559.9 1.000 

y ~ typ*pos + (1|sub) + (1|gender) + (1|group) + (1|typ:sub) −1553.9 1.000 

y ~ typ*pos + (1|sub) + (1|gender) + (1|group) + (1|pos:sub) −2509.8 < 0.001 

y ~ typ*pos + (1|sub) + (1|gender) + (1|group) + (1|typ:sub) + (1|pos:sub) −2507.8 1.000 

Note: Models are specified in the “lme4” syntax: “varA*varB” denotes the main effect plus the 

interaction effect between variables A and B; “(1|var)” denotes the single random effect; 

“(1|varA*varB)” denotes the interaction random effect between variables A and B. “typ” = choice 

type (1st choice vs. 2nd choice). “pos” = relative trial position (−3, −2, −1, reversal, +1, +2, +3). “sub” 

= subject. “gender” = gender distinction (female vs. male). “group” = measurement group (fMRI vs. 

behavioral). AIC = Akaike Information Criterion. Lower AIC value indicates better model. p values 

are calculated with 2 test, relative to the 1st model. In the current case, the 4
th

 model best captures 

the random structure of the data.  

 

Table 3.4. Mixed-effect models for the measurement of bet magnitude with different 

random effect specifications 

Model AIC p 

y ~ typ*pos + (1|sub) 713.16 -- 

y ~ typ*pos + (1|sub) + (1|gender) + (1|group) 712.83 0.115 

y ~ typ*pos + (1|sub) + (1|gender) + (1|group) + (1|typ:sub) 656.75 < 0.001 

y ~ typ*pos + (1|sub) + (1|gender) + (1|group) + (1|pos:sub) 446.29 < 0.001 

y ~ typ*pos + (1|sub) + (1|gender) + (1|group) + (1|typ:sub) + (1|pos:sub) 117.14 < 0.001 

Note: Models are specified in the “lme4” syntax: “varA*varB” denotes the main effect plus the 

interaction effect between variables A and B; “(1|var)” denotes the single random effect; 

“(1|varA*varB)” denotes the interaction random effect between variables A and B. “typ” = choice 

type (1st choice vs. 2nd choice). “pos” = relative trial position (−3, −2, −1, reversal, +1, +2, +3). “sub” 

= subject. “gender” = gender distinction (female vs. male). “group” = measurement group (fMRI vs. 

behavioral). AIC = Akaike Information Criterion. Lower AIC value indicates better model. p values 

are calculated with 2 test, relative to the 1st model. In the current case, the 5
th

 model best captures 

the random structure of the data.  
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All repeated measures ANOVA mixed-effect models were analyzed with the “lme4” package 

(Bates et al., 2015) in R (www.r-project.org). The 1st-order polynomial fit was performed with 

Matlab R2014b. Results were considered statistically significant at the level p < 0.05.  

 

3.2.3. Computational Modeling 

We developed three categories of models to test our hypotheses regarding the computational 

mechanisms. To test hypothesis H2a, we constructed both the simple RL model and the 

fictitious update RL model, and both of them did not consider social information (category 1: 

M1a and M1b). To test hypothesis H2b, we included instantaneous social influence in the non-

social models to construct social models (category 2: M2a and M2b). To test our hypothesis 

H2c, we considered the component of observational learning with competing predictions 

(category 3: M3, M4, M5, M6a, M6b). In all models, we simultaneously estimated participants 

choice and bet. The remainder of this section explained the technical details regarding the 

model specification.  

 

Choice model specifications 

In all models, the 1st choice was estimated using a softmax function (Sutton & Barto, 1998) 

that converted action values into action probabilities. On trial t, the action probability of 

choosing the option A (between A and B) was defined as follows:  

 

. (3.1) 

 

For the 2nd choice, because we coded it as a “switch” or a “stay”, it was modeled as logistic 

regression with a switch value (V(switch)). On trial t, the probability of switch given the switch 

value was defined as follows:  

 

,  (3.2) 

 

where  was the inverse logistic linking function:  

 

.  (3.3) 

 

http://www.r-project.org/


 36 

It is worth noting that, in both action probability model specifications, we did not include a 

commonly-used inverse softmax temperature parameter. This was because we explicitly 

constructed both the option values in the 1st choice and the switch value in the 2nd choice in a 

design-matrix fashion (e.g., Eq. 3.5; and see the text below). Therefore, including the inverse 

softmax temperature parameter would inevitably give rise to a multiplication term, which, as a 

consequence, would cause unidentifiable parameter estimation (Gelman et al., 2013). 

 

The first category of models (M1a and M1b) did not consider any social information. In the 

simplest model (M1a), a Rescorla-Wagner model (Rescorla & Wagner, 1972) was used to 

model the 1st choice, with only the chosen value being updated via the RPE (δ), and the 

unchosen value remaining the same as the last trial.  

 

. (3.4) 

 

An effect weight was then multiplied by the values before being submitted to Eq. 3.1, as in: 

 

. (3.5) 

 

Because there was no social information in M1a, the switch value of 2nd choice was comprised 

merely of the value difference of the 1st choice and a switch bias.  

 

. (3.6) 

 

In M1b we tested whether the fictitious update could improve the model performance, as the 

fictitious update has been successful in PRL tasks in non-social contexts (e.g., Hampton et al., 

2007; Gläscher et al., 2009). In M1b, both the chosen value and the unchosen value were 

updated, as in: 

 

. (3.7) 
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The second category of models (M2a and M2b) tested the role of instantaneous social influence 

on the 2nd choice, namely, whether observing choices from the other co-players in the same 

learning environment contributed to the choice switching. As compared with M1 (M1a and 

M1b), only the switch value of the 2nd choice was modified, as follows:  

 

, (3.8) 

 

where w.Nagainst denoted the preference-weighted number of against relative to participants’ 1st 

choice. Note that the preference weight were fixed parameters based on each participant’s 

preference towards the others when uncovering their choices (see Section 2.2): the 1st favored 

co-player received a weight of 0.75, the 2nd favored co-player received a weight of 0.5, and the 

rest two co-players received a weight of 0.25, respectively. Moreover, this term (w.Nagainst) was 

normalized to lie between 0 and 1 before entering Eq. 3.8. All other specifications of M2a and 

M2b were identical to M1a and M1b, respectively.  

 

Next, we assessed whether participants learned from their social peers when their outcomes 

were released using the third category of models (M3, M4, M5, M6a, M6b). Notably, models 

belonging to the second category solely considered the instantaneous social effect on the 2nd 

choice, whereas models in the third category tested several competing hypotheses of the 

observational learning effect that may contribute to the 1st choice on the following trial, in 

combination with individuals’ own valuation processes. In all models within this third 

category, the choice value of the 1st choice was specified by a weighted sum between Vself 

updated via direct learning and Vother updated via observational learning:  

 

. (3.9) 

 

In M3, the observational learning resembled the fictitious update as defined in Eq. 3.7. 

Specifically, M3 assumed participants to track and update all other persons’ valuation using 

four independent RL algorithms. The values of each choice option from each co-player were 

weighted (by the preference weight, w) and then summed to formulate Vother, as follows: 

 

, (3.10) 
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where s denoted the index of the four other co-players. Vother was afterwards normalized to lie 

between −1 and 1, using Eq. 3.3.  

 

. (3.11) 

 

This normalization was to ensure that the numerical magnitude of Vother was comparable to 

Vself, and it therefore made better sense to compare the size of the corresponding value-related 

parameters (βself and βother in Eq. 3.9). 

 

M3, in essence, was inevitably cognitively expensive because besides updating values for their 

own, participants also needed to perform the same RL update of each other co-players, using a 

different set of parameters (e.g., learning rates) than their own. In RL update, by definition, 

both choices and outcomes were used to update values. We then asked if using either choice or 

outcome could achieve the same, or even better, model performance as M3. Following this 

assumption, M4 updated Vother using only the others’ action preference, derived from the choice 

sequence over the last three trials using the cumulative distribution function of the beta 

distribution at the value of 0.5. For instance, if one co-player chose option A twice and option 

B once in the last three trials, then the action preference of choosing A for him/her was: betacdf 

(0.5, frequency of B + 1, frequency of A + 1) = betacdf (0.5, 1 + 1, 2 + 1) = 0.6875. Those 

action preferences () were then used to update Vother: 

 

, (3.12) 

 

where C2 denoted the 2nd choice. Note that, in this specification, only when C2s,t-1=A, the action 

preference s,t-1 was used to update Vother(A). Vother(B) was updated in the same fashion. The 

values were then normalized using Eq. 3.11. 

 

Likewise, M5 tested whether participants updated Vother using only each other’s reward (R): 

 

. (3.13) 

 

These values were then normalized using Eq. 3.11. 
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We additionally tested whether a cumulative reward history over the last three trials might 

improve the model performance, as this specification has been relatively common in other RL 

studies with humans and animals in non-social contexts (e.g., Kennerley et al., 2006; Scholl et 

al., 2017). As a result, this formed M6a: 

 

, (3.14) 

 

where i denoted the trial index from T−3 to T−1, and γ denoted the decay factor. The values 

were then normalized using Eq. 3.11. 

 

Lastly, given that M6a was the winning model among all the models above indicated by model 

comparison (see below Model selection and posterior predictive check), we assessed in M6b 

whether the 1st bet contributed to the choice switching on the 2nd choice as well, as follows:  

 

. (3.15) 

 

Bet model specifications 

In all models, both bets were modeled as an ordered-logistic regression that is often used for 

quantifying discrete variables, like Likert-scale questionnaire data (Greene, 2003; Greene & 

Hensher, 2010). We applied the ordered-logistic model because the bets in our study indeed 

inferred an ordering effect. Namely, betting on 3 was higher than betting on 2, and betting on 

2 was higher than betting on 1. However, the difference between the bets 3 and 1 (i.e., a 

difference of 2) was not necessarily twice as the difference between the bets 3 and 2 (i.e., a 

difference of 1). Hence, we needed to model the distance (decision boundary) between them. 

Moreover, despite the fact that the bets in our study could only be 1, 2, or 3, we hypothesized 

a continuous mental process when individuals were placing bets, which satisfied the general 

assumption of the ordered-logistic regression model (Greene, 2003).  

 

There were two key components in the ordered-logistic model, the continuous utility U, and 

the set of thresholds . As discussed above, we hypothesized a continuous strength of bet 

utility, Ubet, which varied between the thresholds to predict the bets. In addition, a set of K−1 

thresholds were introduced to quantify the decision boundaries, where K was the level of the 
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discrete categories. As there were three levels in the bet, we introduced two decision thresholds, 

1 and 2, (2 > 1). As such, the predicted bets (bêt) on trial t were then represented as follows:  

 

, (3.16) 

 

where i indicated either the 1st bêt or the 2nd bêt. Because there were only two levels of 

threshold, for simplicity, we set 1 = 0, and 2 = , ( > 0). To model the actual bets, a logistic 

function (Eq. 3.3) was used to obtain the action probability of each bet, as follows:  

 

.  (3.17) 

 

In our model specification of the 1st bet, the utility Ubet1 was comprised of a bet bias and the 

value difference between the chosen option and the unchosen option. This utility Ubet1 was kept 

identical across all models (M1a – M6b), as follows: 

 

.  (3.18) 

 

Note that although the formula was the same as Eq. 3.6, the βs were independent of each other.  

 

To model the 2nd bet, we were interested in the bet change relative to the 1st bet. Therefore, the 

utility Ubet2 was constructed on top of Ubet1. In all non-social models (M1a, M1b), the change 

term was represented by an intercept parameter, as follows:  

 

.  (3.19) 

 

Moreover, in all social models (M2a – M6b), regardless of the observational learning effect, 

the change term was specified by the instantaneous social information, as follows: 

 

.  (3.20) 
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It should be noted that, however, despite the anticorrelation between w.Nwith and w.Nagainst, the 

parameter estimation results showed that the corresponding effects (i.e., βwith and βagainst) did 

not rely on each other (Pearson’s R = 0.04, p > 0.05). In fact, as shown in Fig. 3.8E, w.Nwith 

predicted bet increase, whereas w.Nagainst predicted bet decrease, suggesting their independent 

contributions to the bet change during the adjustment. Additionally, we constructed another 

model using either w.Nwith or w.Nagainst, but the model performance was dramatically worse 

than including both of them (∆LOOIC > 1000).  

 

A summary of all aforementioned candidate models was listed in Table 3.5. 

 

Table 3.5. Summary of candidate computational models  

Class Model Description 

Non-social models 
M1a simple RL 

M1b M1a + fictitious update 

Social models with instantaneous effect 
M2a M1a + instantaneous social influence 

M2b M1b + instantaneous social influence 

Social models with instantaneous effect 

and observational learning (OL) 

M3 M2b + OL (others’ RL update) 

M4 M2b + OL (others’ action preference) 

M5 M2b + OL (others’ current reward) 

M6a M2b + OL (others’ cumulative reward) 

M6b M2b + OL (others’ cumulative reward) + bet1 

OL = observational learning 

 

Model estimation with HBA 

Model estimations of all aforementioned candidate models were performed with hierarchical 

Bayesian analysis (HBA) (Gelman et al., 2014) using the Stan language (Stan Development 

Team, 2016) in R. Stan utilizes a Markov Chain Monte Carlo (MCMC) sampling scheme to 

perform full Bayesian inference and obtain the actual posterior distribution. We performed 

HBA rather than maximum likelihood estimation (MLE) because HBA provides much more 

stable and accurate estimates than MLE (Ahn et al., 2011). Following the approach in the 

“hBayesDM” package (Ahn et al., 2017), we assumed, for instance, that a generic individual-

level parameter  was drawn from a group-level normal distribution, namely,  ~ Normal (μ, 

σ), with μ  and σ. being the group-level mean and standard deviation, respectively. Both 

these group-level parameters were specified with weakly-informative priors (Gelman et al., 

2014): μ  ~ Normal (0, 1) and σ.~ half-Cauchy (0, 5). This was to ensure that the MCMC 
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sampler traveled over a sufficiently wide range to sample the entire parameter space. All 

parameters were unconstrained except for η / γ (both [0 1] constraint, with inverse probit 

transform) and  (positive constraint, with exponential transform). 

 

In HBA, all group-level parameters and individual-level parameters were simultaneously 

estimated through the Bayes’ rule by incorporating behavioral data. We fit each candidate 

model with four independent MCMC chains using 1000 iterations after 1000 iterations for 

initial algorithm warmup per chain, which resulted in 4000 valid posterior samples. 

Convergence of the MCMC chains was assessed both visually (from the trace plot) and through 

the Gelman-Rubin R̂ Statistics (Gelman & Rubin, 1992). R̂ values of all parameters were close 

to 1.0 (at most smaller than 1.1 in the current study), which indicated adequate convergence. 

 

Model selection and posterior predictive check 

For model comparison and model selection, we computed the Leave-One-Out information 

criterion (LOOIC) score per candidate model (Vehtari et al., 2017). The LOOIC score provides 

the point-wise estimate of out-of-sample predictive accuracy in a fully Bayesian way, which is 

more reliable compared to point-estimate information criterion (e.g., Akaike information 

criterion, AIC; deviance information criterion, DIC). By convention, lower LOOIC score 

indicates better out-of-sample prediction accuracy of the candidate model. Plus, a difference 

score of 10 on the information criterion scale is considered decisive (Burnham and Anderson, 

2004). We selected the model with the lowest LOOIC as the winning model. We additionally 

performed Bayesian model averaging (BMA) with Bayesian bootstrap (Yao et al., 2017) to 

compute the probability of each candidate model being the best model. Conventionally, the 

BMA probability of 0.9 (or higher) is a decisive indication.  

 

As model comparison solely provided relative model performance, we conducted a posterior 

predictive check to assess whether the winning model could capture the central features in 

behavior. To this end, we applied a post-hoc absolute-fit approach (Steingroever & 

Wagenmakers, 2014) that factored in participants’ actual action and outcome sequences to 

generate predictions with the entire posterior MCMC samples. Namely, we let the model 

generate choices and bets as many time as the number of samples (i.e., 4000 times) per trial 

per participants and we asked whether the generated data could reproduce the behavioral 

pattern in our behavioral analysis (see Fig. 3.1 for the pipeline for steps of performing HBA).  
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Lastly, we tested how specific model parameters linked with model-free behavior to assess 

individual differences. In the choice model, we tested the simple Pearson’s correlation between 

β(w.Nagainst) and the 1st-order polynomial slope derived from the choice switch probability as a 

function of the group coherence in the “against” condition (Section 3.2.2). Likewise, in the bet 

model, we tested the simple Pearson’s correlation between β(w.Nwith) and the 1st-order 

polynomial slope derived from the bet difference as a function of the group coherence in the 

“with” condition (Section 3.2.2). 

 

 

 

Figure 3.1. Pipeline for performing computational modeling with HBA. Five steps are commonly 

involved in hierarchical Bayesian analysis (HBA): (1) preparing the data, including data cleaning 

and preprocessing, (2) estimating the candidate models, (3) extracting and visualizing the MCMC 

samples for diagnostics and inference, (4) model comparison using point-wise posterior likelihood, 

and (5) posterior predictive check by comparing models’ posterior prediction against the observed 

data. Adapted from (Ahn et al., 2017); the publisher holds the copyright.  

 

3.3. Social Influence Alters Both Action and Confidence in Goal-directed Learning 

We first tested hypothesis H1a, and examined how likely participants tended to switch their 

decision to the opposite one when receiving (dis)agreeing social information with distinct 

group coherence. On average, the choice switch probability was significantly lower when 

participants’ initial choice was the same as the group than when that was opposite to the group 

(direction: with vs. against; F1,228 = 299.63, p < 0.001). In addition, the choice switch 

probability was significantly shaped by the group coherence (coherence: 2:2, 3:1 and 4:0, view 

of the participants; F2,574 = 131.48, p < 0.001). Intriguingly, we found a significant interaction 
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between direction and coherence (F1,574 = 55.82, p < 0.001), where participants showed a 

decreased choice probability as a function of the group coherence when their initial choice was 

in accordance with the group (linear trend: F1,553 = 12.51, p < 0.001; Fig. 3.2A, blue line), 

whereas they showed an increased choice switch probability as a function of the group 

coherence when their initial choice was in disagreement with the group (linear trend: F1,550 = 

146.60, p < 0.001; Fig. 3.2A, red line). 

 

 

 

Figure 3.2. Behavioral pattern after receiving social information. (A) Choice switch probability 

as a function of the direction with respect to the majority of the group (with, blue line; against, red 

line) and the group coherence (2:2, 3:1, and 4:0; view of the participants). Both the main effects 

(direction: F1,228 = 299.63, p < 0.001; coherence: F2,574 = 131.48, p < 0.001) as well as the interaction 

(direction x coherence: F1,574 = 55.82, p < 0.001) are significant. A linear trend is further tested to 

reveal that the choice switch probability decreases as a function of the group coherence in the “with” 

condition (F1,553 = 12.51, p < 0.001), whereas increases as a function of the group coherence in the 

“against” condition (F1,550 = 146.60, p < 0.001). (B) Bet difference as a function of direction and 

group coherence. Both the main effects (direction: F1,734 = 50.95, p < 0.001; coherence: F2,734 = 16.74, 

p < 0.001) as well as the interaction (direction x coherence: F1,734 = 4.67, p < 0.05) are significant. A 

linear trend is further tested to reveal that the bet difference increases as a function of the group 

coherence in the “with” condition (F1,553 = 74.09, p < 0.001), whereas remains unchanged as a 

function of the group coherence in the “against” condition (F1,550 = 3.56, p > 0.05). All error bars 

indicate within-subject standard error of the mean (within-subject SEM; Morey, 2008). 
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As in our task participants’ interest solely lay in maximizing their personal payoffs, which was 

fundamentally different from that of evaluative judgment, we then tested whether it was 

beneficial for the participants to adjust their choice after receiving the social information. If so, 

participants were expected to perform better (choosing the “good” option more often) on their 

2nd choices than on their 1st choices. Following this hypothesis, we found that participants’ 

choice accuracy of the 2nd decision was indeed significantly higher than the 1st one (type: 1st 

choice vs. 2nd choice; F1,1288 = 15.68, p < 0.001; see Fig. 3.3), suggesting an advantage of 

integrating social information to facilitate learning. This also ruled out the possibility that 

participants may simply conform to the group on a perceptual level. Moreover, by assessing 

participants’ performance before and after the reversal, we found that participants performance 

significantly dropped once encountering the reversal, but was soon reinstalled afterwards 

(position: 3 trials before the reversal, at the reversal, 3 trials after the reversal; main effect, 

F6,1104 = 74.233, p < 0.001; post-hoc pairwise comparison with Tukey’s correction: “−3 vs. 0”, 

F1,1104 = 15.72, p < 0.0001; “−2 vs. 0”, F1,1104 = 16.66, p < 0.0001; “−1 vs. 0”, F1,1104 = 16.82, 

p < 0.0001; “+1 vs. 0”, F1,1104 = 8.09, p < 0.0001; “+2 vs. 0”, F1,1104 = 12.96, p < 0.0001; “+3 

vs. 0”, F1,1104 = 13.94, p < 0.0001; see Fig. 3.3), suggesting participants were constantly 

learning during the experiment. No interaction effect was observed. 

 

 

 

Figure 3.3. Choice accuracy across reversal. Participants’ choice accuracy as a function of the 

choice type (1st choices, light blue; 2nd choices, dark blue) and the trials positions relative to the 

reversal (−3, −2, −1, 0, 1, 2, 3). All error bars indicate within-subject SEM. The gray vertical line 

indicates the reversal. 
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To test hypothesis H1b, we considered participants’ bet difference (i.e., 2nd bet−1st bet) after 

receiving the social information. We found that participants’ bet difference was significantly 

larger when their initial choice was the same as the group than when that deviated from the 

group (direction: with vs. against; F1,734 = 50.95, p < 0.001), and the bet difference was likewise 

shaped by the group coherence (coherence: 2:2, 3:1 and 4:0; F2,734 = 16.74, p < 0.001). Similar 

to the behavioral pattern of the choice switch probability, we also observed a significant 

interaction between direction and coherence on the bet difference (F1,734 = 4.67, p < 0.05), 

where participants’ bet difference increased as a function of the group coherence when their 1st 

choice matched the group (linear trend: F1,553 = 74.09, p < 0.001; see Fig. 3.2B, blue line), 

whereas the bet remained unchanged when their initial choice contradicted the group (linear 

trend: F1,550 = 3.56, p > 0.05; see Fig. 3.2B, red line).  

 

We next tested the learning effect on bet, as we did for the choice accuracy. We found that 

participants’ second bet was significantly higher than their first one (type: 1st bet vs. 2nd bet; 

F1,184 = 7.10, p < 0.01; Fig. 3.4), and the trial position relative to the reversal also affected the 

bet, but only after the reversal (position: 3 trials before the reversal, at the reversal, 3 trials after 

the reversal; main effect, F6,1104 = 2.17, p < 0.05; post-hoc pairwise comparison with Tukey’s 

correction: “3 vs. 1”, F1,1104 = 2.99, p < 0.05; Fig. 3.4). No interaction effect was observed.  

 

 

 

Figure 3.4. Bet magnitude across reversal. Participants’ bet magnitude as a function of the bet type 

(1st bet, light green; 2nd bet, dark green) and the trials positions relative to the reversal (−3, −2, −1, 

0, 1, 2, 3). All error bars indicate within-subject SEM. The gray vertical line indicates the reversal. 
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Together, social influence showed a substantial effect on both participants’ choice and bet, and 

incorporating the social information indeed facilitated individual’s learning process. Next, we 

tested the hypothesis that such behavioral patterns are best accounted for by RL models 

accommodating both instantaneous social influence and social (observational) learning. 

 

3.4. Computational Modeling of Social Influence 

We use computational modeling with the Hierarchical Bayesian Analysis (HBA) approach to 

quantify latent decision processes that underlie social influence in goal-directed learning. This 

section first gives a brief introduction to HBA in goal-directed learning, then highlights the 

model-based findings.  

 

3.4.1. Introduction to hierarchical Bayesian analysis in goal-directed learning1 

Computational modeling is a powerful tool that describes and uncovers human information 

processing in terms of basic cognitive principles, which are formally defined in mathematical 

notation (Fig. 3.5). Unlike conceptualized approaches, computational modeling quantifies a 

generative procedure that aims to approximate individuals’ cognitive processes. Thus it allows 

for generating precise predictions and quantitatively test competing hypotheses (Lewandowsky 

& Farrell, 2010; Busemeyer & Diederich 2010; Forstmann & Wagenmakers, 2015). 

Computational modeling is particularly helpful in studying human decision-making, especially 

goal-directed learning under the reinforcement learning framework (e.g., Dayan & Daw, 2008; 

Rangel et al., 2008; and see Section 1.2.3). Furthermore, computational modeling has been 

tightly integrated into other modalities of measurement to performe modal-based analysis, and 

among them, model-based fMRI has become influential to uncover brain circuits that encode 

latent decision variables (e.g., Daw et al., 2006; Gläscher, Hampton, & O’Doherty, 2009; Chien 

et al., 2016; Hill et al., 2017; and see Section 4.1.1).  

 

Regardless of its superiority in decision-making studies, most computational models do not 

have closed-form solutions, and we, therefore, need to estimate the parameter values given the 

observed data. Traditionally, parameters were optimized at the individual level with maximum 

likelihood estimation (MLE). Namely, given a computational model, MLE maximizes the 

likelihood of the observations for each individual separately. However, MLE suffers from 

several shortcomings. Theoretically, assuming each individual has entirely independent 

                                                
1 This section is partially adapted from a publication during the PhD study: Ahn, Haines, & Zhang, 2017. 
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cognitive process inevitably fails to consider the common population they may be drawn from; 

thus, it lacks the commonality and generalizability. A group-level MLE which estimates the 

same set of parameters for all individuals might provide much more stable estimation, but it 

fails to consider the individual difference. Practically, MLE often provides noisy and unreliable 

parameter estimate, especially in goal-directed learning studies. One possible reason is that in 

RL models, parameters are usually bounded (e.g., the learning rate, by definition, must be 

between 0 and 1), and the MLE algorithm might get stuck at the local minima and never find 

the global minimum when searching on the likelihood surface (Lewandowsky & Farrell, 2010).  

 

The Hierarchical Bayesian Analysis (HBA), however, updates and estimates the posterior 

distribution of parameters given the observed data using the Bayes’ theorem at both the 

overarching group-level and the individual-level. Specifically, HBA introduces a set of hyper-

parameters (group-parameters) that governs the overall magnitude and variance considering all 

the individuals. Plus, the group-level parameters and the individual-level parameters are 

mutually informative to obtain stable and reliable estimation (see Fig. 3.6). Moreover, because 

HBA provides the entire posterior parameter distribution rather than a point estimate (as in 

MLE), it offers richer information about the (un)certainty of the parameters and avoids the 

noisy estimation for bounded parameters. In fact, in several simulation studies, HBA was able 

to recover the parameters that were used to generate the data, whereas MLE could not (e.g., 

Ahn et al., 2011). Recent studies in decision neuroscience have progressively shifted from 

MLE to HBA, and have confirmed the validity and suitability of HBA (e.g., Ahn et al., 2014; 

Swart et al., 2017; Brown et al., 2018; Ahn, Haines, & Zhang, 2017). 

 

In practice, computational modeling with HBA is performed with a Markov chain Monte Carlo 

(MCMC) sampling scheme with, for example, the newly developed probabilistic programming 

language Stan (Carpenter et al., 2016). Stan employs a specific MCMC sampler called 

Hamiltonian Monte Carlo (HMC) to approximate the shape of the posterior distribution. 

Compared with conventional MCMC samplers (e.g., BUGS, Lunn et al., 2000, 2009; and 

JAGS, Plummer, 2003), HMC works particularly well for complex models with high-

dimensional model structures and highly correlated model parameters, which is typical in RL 

models. Given these advantages, we, therefore, utilized Stan to perform all our computational 

modeling analysis and the subsequent inference (see Section 3.2.3 for more details).  
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Figure 3.5. Conceptual schema of computational modeling. Starting with a simple two 

alternatives force choice task, the left pathway (yellow arrows) represents that the human brain 

generates behavioral responses (forward model) that we observe and measure. Those observed 

readouts can be directly used to make inferences about cognitive mechanisms (model inversion), as 

in classic model-free analysis, but often, this is difficult to achieve. One solution is to build 

computational models (green arrows) that produce predictions (forward model) and can also be 

inferred on the basis of those predictions (model inversion). By doing so, we are then able to 

approximate brain mechanisms (dashed red line) by directly linking the model predictions (e.g., 

reward prediction error) with the observed outcomes (solid red line). Adapted from (Ahn et al., 2017); 

the publisher holds the copyright. 

 

 

 

Figure 3.6. Schematic illustration of hierarchical Bayesian analysis (HBA). A hyperparameter 

(group-level parameter) is introduced by HBA to govern commonalities as well as differences 

between individuals. When estimating computational models using HBA, hyperparameters and 

individual-level parameters are mutually informative to provide stable and reliable posterior 

distributions. Adapted from (Ahn et al., 2017); the publisher holds the copyright. 
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3.4.2. Computational mechanisms of social influence in goal-directed learning 

Moving beyond the behavioral model-free patterns of social influence, we sought to understand 

how social influence was incorporated into one’s own decision-making processes. Specifically, 

using computational models, we aimed to disentangle the contributions of instantaneous social 

influence and social learning during the task, and how these sources of information integrated 

into one’s own RL valuation. To this aim, we developed 9 models (M1a, M1b, M2a, M2b, M3, 

M4, M5, M6a, M6b) with different levels of complexity to explain the observed data. By 

directly comparing competing hypotheses and predictions quantified by the models, we were 

able to select the winning model that balanced the predictive accuracy and model complexity. 

 

In all models, we simultaneously estimated both choices (C1, C2) and bets (B1, B2) using 

HBA, with choices being estimated based on the softmax action selection rule, and bets being 

estimated using the ordered-logistic regression (see Section 3.2.3 for details). The nine models 

can be further categorized into three model categories. To begin with, the first two models 

(category 1: M1a, M1b) tested hypothesis H2a. Both models did not consider any social 

information in the learning environment. The simplest model (M1a) employed the standard 

Rescorla-Wagner value update rule (Rescorla & Wagner, 1972) to model choices, whereby 

only values of the chosen option were updated. Besides, bets were quantified by the value 

difference between the chosen option and the unchosen option. The rationale was that, the 

larger the value difference, the more confident individuals were expected to be, hence placing 

a higher bet. In fact, parameter estimate using HBA indeed indicated a positive effect of the 

value difference on the 1st bet (mean = 0.61, 95% Bayesian highest density interval, HDI = 

[0.41, 0.82]), which validated this assumption. In M1b we accommodated the anti-correlation 

structure of the PRL task and applied a fictitious value update rule (e.g., Hampton et al., 2007; 

Gläscher et al., 2009), whereby values of both the chosen option and the unchosen option were 

updated at the same time. For instance, in a simple PRL task, if a participant won on a particular 

trial, s/he may update the value of the chosen option using the actual outcome, while inferring 

the value of the alternative option using the opposite outcome (as if they received the opposite 

outcome because outcomes of the two options were mutually exclusive). As a result, Bayesian 

model comparison suggested M1b outperformed M1a, as quantified by the Leave-One-Out 

Information Criteria (LOOIC; Vehtari, Gelman, & Gabry, 2017; see Fig. 3.7). 

 

The second category of models (category 2: M2a, M2b) tested hypothesis H2b by including 

only the instantaneous social information on top of the non-social models (M1a, M1b, 
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respectively) to assess whether the instantaneous social effect contributed to the behavioral 

patterns of choice switch and bet change. Because during the preference giving phase (see 

Section 2.2), choices of the others were displayed sequentially instead of showing up at the 

same time, we further introduced a set of fixed preference weights to capture this dynamic. The 

co-player who was first favored was assigned a weight of 0.75; likewise, the second favored 

co-player received a weight of 0.5, and the remaining two co-players received a weight of 0.25, 

respectively. We introduced the preference weights to reflect the ordering effect based on 

participants’ preference, and we assumed an equal distance between the weights. As we did 

not aim to model participants’ preferences for the different others, estimating their weights as 

free parameters was beyond the scope of the current thesis. Model comparison results indicated 

that including the instantaneous social information further improved models’ predictive 

accuracy (Fig. 3.7). 

 

 

 

Figure 3.7. Model selection. Model evidence, with respect to the simplest model M1a, clearly favors 

M6b. All models estimate both choices (C1, C2) and both bets (B1, B2). M1a employs the simplest 

Rescorla-Wagner value update rule to model the choices. Bets are quantified by the value difference 

between the chosen option and the unchosen option. Stepwise adding of the fictitious update, of the 

instantaneous social influence and of several possible pathways of observational learning (OL) 

improves the predictive accuracy, as quantified by LOOIC. Particularly, the winning model M6b 

utilizes other co-players’ cumulative reward history to update vicarious values through observational 

learning. Lower LOOIC (more negative on the ∆LOOIC scale) indicates better out-of-sample 

predictive accuracy.  
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The third category of models (category 3: M3, M4, M5, M6a, M6b) were developed to test 

hypothesis H2c that focused on whether participants learned from their social peers and 

whether they updated vicarious action values through observational learning. Our efforts to 

construct these models were guided by two design principles: (1) separation of the own 

expected values and the expected values of other co-players, and (2) separation of 

instantaneous effects of others on the second choice and learning from observing the 

performance of other players. Both separations were implemented by constructing additional 

observational learning terms based on M2b. To this aim, M3 tested whether individuals 

recruited a similar RL algorithm to their own, and therefore constructed the other co-players as 

independent RL agents to update their action values respectively. To be specific, in the 

principle of M3, participants were assumed to update values “for” the others using the fictitious 

update as described above, and others’ action values on each C1 were determined by a 

preference-weighted sum between one’s own value updated via direct learning (Vself) and the 

vicarious value updated through the observational learning (Vother). That is, observing the 

performance of the other group members was also influencing the learning (i.e., updating) of 

expected values from trial-to-trial. Bets were estimated accordingly using the combined value 

of direct learning and observational learning.  

 

One may argue that having four independent RL agents was cognitively demanding: in order 

to accomplish so, participants had to track and update each other’s individual learning 

processes together with their own valuation, thus requiring a relatively high cognitive load. 

We, therefore, constructed three additional models that employed simpler but distinct valuation 

pathways to update values through observational learning. In essence, M3 considered both 

choices and outcomes to determine the action value. We then asked if using either choices or 

outcomes alone may perform as well as, or even better than, M3. Following this vein, M4 

included the other co-players’ action preference to represent the social values, whereas M5 

considered the others’ current outcome to resemble the value update via observational learning. 

Moreover, we did not rule out the possibility that participants maintained a cumulated reward 

history over the last a few trials instead of monitoring only the most recent outcome of the 

others. In fact, a discounted reward history over the recent past (e.g., the last three trials) has 

been a relatively common implementation in other RL studies (e.g., Kennerley et al., 2006; 

Scholl et al., 2017). By testing four lengths of trial windows (e.g., 3, 4, 5) and using a nested 

model comparison, we decided on a window of three past trials to accumulate other co-players’ 

performance, and constructed such a model as M6a. Lastly, given M6a was the relatively best 
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model among all models described above, we sought to further improve the model 

performance. To this end, we included the 1st bet as one additional predictor of the 2nd choice 

in M6b (see Fig. 3.8A for a conceptual illustration; see Section 3.2.3 for full mathematical 

formulations). As clearly quantified by formal model comparison (see Fig. 3.7), M6b 

outperformed any other competing models. Relatedly, Bayesian model averaging using 

Bayesian bootstrap (Yao et al., 2017) indicated that the probability of M6b being the best model 

over the others was 99.8%, which consolidated the model comparison result. These data 

together suggested that (1) participants indeed learned both from their own valuation using the 

RPE to update their own values and from others by maintaining the others’ reward history that 

was subsequently integrated it into their own decision process, in order to produce the 1st choice 

(see Fig. 3.8B) and the 1st bet (see Fig. 3.8D); (2) participants’ behavioral adjustment was 

instantaneously affected by the group coherence: the number of co-players who made the 

opposite choice prompted participants to switch their choice towards the direction of the group 

(see Fig. 3.8C), where the number of co-players who decided on the same option drove 

participants to increase their bet (see Fig. 3.8E).  

 

Due to the fact that model comparison provided solely relative performance among candidate 

models, we then tested how well our winning model’s posterior prediction was able to replicate 

the key features of the observed data (a.k.a., posterior predictive check, PPC). Using a post-

hoc absolute-fit approach (Steingroever & Wagenmakers, 2014) that factored in participants’ 

actual action and outcome sequences to generate predictions with the entire posterior MCMC 

samples, we observed that our winning model (M6b) was well-capable of recapitulating our 

main behavioral findings (see Fig. 3.9). The posterior predictive accuracy of both the choice 

switch probability (against 0.5, because of two possible choice adjustments: switch and stay; 

t184 = 37.35, p < 0.001) and the bet difference (against 0.2, because of five possible bet 

differences: −2, −1, 0, 1, 2; t184 = 25.63, p < 0.001) was significantly higher than chance level, 

confirming that M6b was sufficient to explain as well as predict the social influence effect in 

goal-directed learning.  
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Figure 3.8. M6b graphical illustration and parameter inference. (A) Conceptual illustration of 

the winning model M6b. The left half depicts the action selection, where both choices are modeled 

using the softmax function. On each trial, the 1st choice is coded as option “A” and “B”, and is 
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determined by a combined value signal (Vcombined) between individuals’ own value (Vself) and the value 

obtained from observational learning (Vother). The 2nd choice is coded as “switch” and “stay”, and is 

associated with four independent decision variables, including the switch bias, the value difference 

between the chosen option and the unchosen option on the 1st choice (Vchn −Vunchn), the preference-

weighted number of against that representing the social information (w.Nagainst), and the 1st bet. The 

right half specifies the bet placement, where both bets are modeled as an ordered logistic regression 

using the same set of thresholds (), which allows for capturing changes in bet upon receiving the 

social information. The 1st bet is predicted by the bet bias and the value difference of the 1st choice. 

The prediction of the 2nd bet is inherited from that of the 1st bet, with the preference-weighted number 

of with and against on top of it to measure the change (i.e., increase and decrease) from the 1st bet. 

Finally, the 2nd choice and the 2nd bet determine the outcome on each trial, and the outcome is then 

used to update individuals’ own value using RPE with the RL algorithm (left-edge pathway) as well 

as the vicarious value indicated by the others’ cumulative reward history over the last three trials 

from observational learning (right-edge pathway). Color coding represents parameters for the 1st 

choice (light blue), the 2nd choice (dark blue), the 1st bet (light green), the 2nd bet (dark green), as well 

as for all latent decision variables (brown). The same color scheme applies to the following figures. 

(B) M6b parameters’ posterior density of the 1st choice. All parameter estimates are reliable (95% 

HDIs exclude 0). The learning rate η and the decay factor γ are linked with the update of Vself and 

Vother, respectively. β(Vself) and β(Vother) indicate the effect of Vself and Vother on Vcombined. Clearly, 

participants learned both from their own and from the others (95% HDIs exclude 0), and their sizes 

are comparable. (C) M6b parameters’ posterior density of the 2nd choice. All effects of the decision 

variables are reliable (95% HDIs exclude 0), where w.Nagainst is the relevant decision variable that 

prompts “switch” on the 2nd choice. (D) M6b parameters’ posterior density of the 1st bet. All 

parameter estimates are reliable (95% HDIs exclude 0). Importantly, β(Vchn −Vunchn) indicates a 

positive relationship between the value difference and the bet magnitude. (E) M6b parameters’ 

posterior density of the 2nd bet. Both predictors show reliable effect (95% HDIs exclude 0). Notably, 

w.Nwith provokes 2nd bets’ increase, whereas w.Nagainst predicts 2nd bet’s decrease. All colored areas 

under the curve indicate 95% HDI, and black ticks indicate the mean of the posterior distribution.  
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Figure 3.9. M6b Posterior predictive check. Post-hoc absolute-fit approach is used to simulate 

predictions given the actual action and outcome sequence. Results indicate that our winning model 

(M6b) well captures patterns in both the choice switch probability (A) and bet difference (B). Gray 

lines indicate the actual data as in Fig. 3.2. Shaded error bars represent the 95% HDI of the mean 

effect across all participants computed from the entire posterior MCMC samples.  

 

Finally, we assessed the key associations between model-free features and model-based 

signals. In particular, we were interested in whether relevant model parameters that accounted 

for the social information resembled the behavioral patterns at the individual level. 

Conceptually, this approach considered model’s predictability from another perspective than 

the PPC. One the one hand, the PPC utilized the full model and generated simulations according 

to all parameters. Despite that the PPC has proven the model was fit well to the data, it did not 

reflect the extent to which the model-free behavior was predicted by certain parameters. On the 

other hand, however, by assessing representative parameters’ association with the model-free 

readouts, we were able to further speculate on their contribution to the characteristics in 

behavior. We carried out this analysis for both the choice switch probability and the bet 

difference. In the choice model, β(w.Nagainst) was the relevant parameter for the choice switch 

pattern, as above analyses suggested that observing dissenting social information drove 

participants to switch to the opposite option (see Fig. 3.8C). Relatedly, in the model-free realm, 

we derived the 1st-order polynomial slope from the choice switch probability when 
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participants’ initial choice was the opposite to the group (red line in Fig. 3.2A). If the model-

based signal was in high accordance with the corresponding model-free feature, we ought to 

anticipate a strong association between them. Indeed, we observed a significant positive 

correlation between β(w.Nagainst) and the slopes (Pearson’s R = 0.64, p < 0.001; see Fig. 3.10A). 

Likewise, in the bet domain, we tested the association of β(w.Nwith) (see Fig. 3.8E) and the 1st-

order polynomial slope derived from the bet difference in the with condition (blue line in Fig. 

3.2B), and found that they were positively correlated (Pearson’s R = 0.33, p < 0.001; see Fig. 

3.10B). In sum, these model parameters showed sizable consistency with the model-free 

behavior, hence further corroborated the performance of our winning model M6b.  

 

 

 

Figure 3.10. Relationship between M6b parameters and model-free behavior. (A) Positive 

correlation between β(w.Nagainst) and the 1st-order polynomial slope derived from the choice switch 

probability as a function of the group coherence in the “against” condition (red line in Fig. 3.2A). 

(B) Positive correlation between β(w.Nwith) and the 1st-order polynomial slope derived from the bet 

difference as a function of the group coherence in the “with” condition (blue line in Fig. 3.2B). 

 

3.5. Discussion 

This chapter examined the model-free features and the model-based signals of social influence 

in goal-directed learning using the novel paradigm detailed in Chapter 2. Behaviorally, we 

aimed to examine how social influence affected individuals’ choice preference and confidence 

level (i.e., bet in the current thesis). In close agreement with our hypotheses (H1a, H1b), we 

observed that when individuals encountered conflicting social information, they showed a 
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greater tendency to switch their choice to the direction of the group whereas retained their 

initial bet placement. On the contrary, when observing confirming information from their social 

peers, individuals rarely switched their choice, meanwhile, they increased their bet during the 

adjustment phase. Computationally, we sought to uncover the latent decision mechanisms of 

how social information was processed and integrated into one’s own valuation pathway. By 

developing and testing competing assumptions powered by computational modeling with 

HBA, we first validated the fictitious update model in PRL tasks, supporting our hypothesis 

H2a. Next, we demonstrated that the instantaneous social information was beneficial during 

goal-directed learning and models that accommodated this effect provided improved model 

performance over non-social models, which confirmed our initial hypothesis H2b. Strikingly, 

we were able to decompose value signals in to a direct value updated via individual’s own trial-

and-error and a vicarious value updated through tracking the others’ cumulative reward history, 

which was in support of our hypothesis H2c. Together, these results provide direct evidence of 

the social influence effect on both choice and confidence in goal-directed learning and 

demonstrate a robust computational account that is capable of both explaining and predicting 

these features in behavior.  

 

3.5.1. Social influence on choice and confidence  

Our results of the social influence effect on choice preference replicate the general findings in 

the large body of evidence in the social influence literature (e.g., Asch, 1956; Cialdini & 

Goldstein, 2004): namely, individuals tend to conform to the preference of the group when they 

are contradicted in the first place. Our study, however, improves on previous paradigms in 

three fundamental aspects. First of all, we employ a learning task, a PRL task in particular, to 

examine the social influence effect. Comparing with previous studies that mostly focused on 

perceptual decision-making and evaluative judgment, where feedbacks were often not 

available, a learning paradigm like ours is more convincing to demonstrate the pervasiveness 

of social influence. In other words, individuals may just ignore the social information and 

undertake the learning task depending entirely on their own representation of the values; if, by 

any means, social information is considered to readjust one’s initial decision, we can 

demonstrate that social influence is actively altering or even overwriting individuals’ prior 

preferences. It is worth pointing out that, integrating social information in our task significantly 

improved choice accuracy. Therefore, our findings rule out the alternative explanation of 

perceptual conflict in social conformity and further demonstrate that using social information 

to re-evaluate initial decision is indeed beneficial to facilitate learning.  
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Second, as stated in Section 2.3, the multi-player setting in our social influence task allows us 

to parametrically investigate the extent to which initial decisions are altered by differences in 

group coherence. Consequently, we observed a significant interaction effect between direction 

(with vs. against the group) and group coherence (2:2, 3:0, 4:0, view from the participants), 

where the choice probability showed a significant decrease trend in the “with” condition, 

whereas a significant increase trend in the “with” condition, both as a function of the group 

coherence. Comparing with studies who applied an “averaged group opinion” (e.g., Klucharev 

et al., 2009) or preference from “another agent” (e.g., Stallen et al., 2013), our approach 

empirically tested the trial-by-trial dynamics in group coherence, which is largely in line with 

a few studies in this vein (e.g., Campbell-Meiklejohn et al., 2017). 

 

Third, our study examined how social information modulated individuals’ confidence. 

Previous studies rarely addressed the confidence rating in the field of social influence. If any, 

confidence was not yet fully examined at the same level as the choice preference, as in the 

current study. For instance, Edelson and colleagues (2011) measured the confidence level that 

accompanied with the recall response after being exposed to the social information. However, 

the confidence level was solely implemented as covariance, rather than fully studied. 

Campbell-Meiklejohn and colleagues (2017) measured the confidence level only after 

receiving the social information, therefore they were not able to disentangle how individuals’ 

confidence shifted from before to after considering the group opinion. Only a few studies have 

investigated changes in confidence in the domain of evaluative judgment (e.g., De Martino et 

al., 2017), yet they did not consider the group coherence.  

 

Our study, however, made great use of the multistage paradigm and thoroughly interrogates 

the social influence on confidence. In our experiment, we implemented the bet as the post-

decision wagering metric (Persaud et al., 2007) to serve as an incentivized confidence 

measurement. The bet may seem to be a confounding variable at first glance, because it was 

multiplicated with the outcome magnitude on each trial, thus, entailed participant’s risk-

seeking altitude. However, even in the worst case in our paradigm, confidence and risk-seeking 

merely covaried, rather than elucidating competing interpretation. That is, the more confident 

one was, the more likely one was willing to take risks. Therefore, we considered the bet as a 

valid measure of confidence. As a main finding, the bet difference (2nd bet minus the 1st bet) 

after receiving the social information showed a flipped pattern as compared with the choice 

switch probability. This makes sense because seeing confirming information from the group 
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reduces uncertainty in the learning environment, thus prompting individuals to increase their 

bet. This pattern, however, slightly differed from our hypothesis H1b: the bet remained 

unchanged in the against condition, rather than showing a decreasing effect. One explanation 

is that due to the already-made choice switch in the against condition, individuals may be 

cautious to adjust their bet as well. Instead, they might wait to see where the adjusted choice 

would lead to (i.e., reward or punishment). In fact, we observed a week increase in bet 

difference in the against condition from the 3:1 to the 4:0 coherence level (p = 0.048). This 

may be because individuals often switched their choice in the “against 4:0” condition, and after 

their choice adjustment, all participants in the group have agreed on the same option, therefore 

generating a situation with somewhat enhanced certainty, which, as a result, promoted the 

increase in bet.  

 

3.5.2. A generative computational account of social influence in goal-directed leaning 

A fundamental question of the current thesis concerns by which means individuals process and 

incorporate social information into their own decision-making processes in goal-directed 

learning. Our computational modeling approach successfully uncovered trial-by-trial signals 

of each decision steps. In close accordance with the behavioral results, our model detected a 

sizable effect of disagreeing social information (w.Nagainst) that led to the behavioral switching 

on the 2nd choice. It should be noted that there are three additional decision variables of the 2nd 

choice, namely, the switch bias, the value difference between the chosen option and the 

unchosen option, and the 1st bet, and all of which showed negative effect on the choice 

behavior. In other words, these results demonstrate: (1) that individuals had a general tendency 

to stick with their initial choice; (2) that the greater value difference between their chosen 

option and the unchosen option, the less likely they made a switch on the 2nd choice, and (3) 

that a higher initial bet (confidence) also predicted an unchanged choice adjustment. Together 

with the positive effect of the dissenting social information on the choice switch, these may 

suggest at least two scenarios of the interplay between one’s initial value computation and the 

subsequent social information. When individuals’ value difference between the two choice 

alternatives is relatively small, and when individuals place a lower bet (e.g., 1), conflicting 

social information should effortlessly trigger them to switch to the direction of the group. 

Conversely, when individuals are certain about their own value computation, hence producing 

a relatively large value difference and a higher bet (e.g., 3), only strong disagree information 

(e.g., 4:0 against) seems sufficient to prompt a switch, or even sometimes, fail to overcome the 

somewhat strong tendency to stay on the initial choice. This dynamic competing process 
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between prior valuation and instantaneous social information, to some degree, reflects the 

normative influence account (Deutsch & Gerard, 1955), because the received social 

information before the 2nd choice does not carry any learning signal. Although it is beneficial 

to consider the social information on average, individuals’ value is not necessarily overwritten 

by the social information on a particular trial. These results may additionally reflect the 

“computational rationality” account in many non-social contexts (Gershman, Horvitz, & 

Tenenbaum, 2015; Keramati et al., 2016; Korn & Bach, 2018), which suggests that individuals 

tend to employ a simple heuristic strategy in the first place because its efficiency, but then 

switch to a more refined (computational) strategy as soon as the initial heuristic strategy shows 

unsuccess in reducing the uncertainty in the environment. 

 

The learning aspect in our winning model is, however, accounted for by a second social 

component, which is, social learning. During the outcome release phase of the experiment, we 

argue that individuals not only update their own values through direct learning, but also track 

the values through observational learning. In line with previous literatures of the PRL task in a 

non-social context (e.g., Hampton et al., 2007; Gläscher et al., 2009), the direct learning in our 

model is accomplished by the RPE computing using a fictitious update rule, which well 

captures the anti-correlation structure of the PRL task. More importantly, by ruling out several 

alternative mechanisms, our model unveils that the value update via observational learning is 

accomplished by tracking the others’ cumulative reward history over the recent past. The decay 

factor γ (mean = 0.32, 95% HDI = [0.22, 0.43]) additionally reveals that individuals treat the 

others’ most recent performance more valuable than the further past ones (e.g., given γ = 0.32, 

the corresponding decay rate from trial t to t−2 is {γ0, γ1, γ2} = {1, 0.32, 0.1024}). In line with 

previous studies using similar modeling approach in a non-social context (e.g., Kennerley et 

al., 2006; Scholl et al., 2017), our results therefore demonstrate that using reward history well 

echoes the values of the other’s actions. Compared with one of our other alternative models 

that updates the others’ values using independent RL algorithms (M3), the reward history 

update model reduces cognitive load, enabling relatively rapid and efficient observational 

learning in a demanding learning environment. Contrary to the instantaneous social effect, the 

social learning demonstrated here partially infers the informational influence account (Deutsch 

& Gerard, 1955). The effects of both β(Vself) and β(Vother) are reliable, and the sizes are 

comparable, suggesting that individuals indeed consider the social information as a valuable 

source of learning, and subsequently integrate it into their own valuation process.  
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Finally, our computational model takes the generative modeling approach (e.g., Lee 2006; 

Stephan et al., 2009), which assures both explanatory power and predictive accuracy. 

Computational modeling, especially hierarchical modeling, within the RL framework is 

particularly useful to approximate the mechanisms that underlie individuals’ decision-making 

processes. Unlike explanatory models that aim to explain the observed behavior at the 

conceptual and (or) theoretical level, a generative model seeks to resemble how the behavioral 

readouts are generated by certain mental processes, which in turn, helps us infer the latent 

decision variables. Once we have the relevant decision variables, we can then test how they are 

computed and implemented at the neural level using model-based fMRI.  
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4. NEURAL SUBSTRATES OF SOCIAL INFLUENCE IN GOAL-

DIRECTED LEARNING 

 

4.1. Introduction  

In close relation to the model-free and the model-based patterns in participants’ behavior that 

were described in Chapter 3, this chapter aims to examine the social influence effect in goal-

directed learning at the neural level. Using model-based fMRI, we were interested in 

investigating which brain circuits encode: (1) the direct value updated through individuals’ 

own valuation, (2) the vicarious value updated through observational learning, and (3) the 

instantaneous social influence and the subsequent behavioral adjustment. Moreover, we sought 

to establish the functional connectivity between the brain’s reward and social circuits. In this 

section, I will first give a brief introduction to model-based fMRI, then specify the hypotheses 

related to the above research questions.  

 

4.1.1. Model-based fMRI 

Model-based fMRI is a powerful analysis approach that combines neural imaging data (e.g., 

fMRI) and computational modeling to develop and test precise hypotheses about computational 

functions in the brain (O'Doherty, Hampton, & Kim, 2007; Gläscher & O'Doherty, 2010; 

Cohen et al., 2017). In other words, the goal of model-based fMRI is to establish the 

neurophysiological validity of computational models by correlating latent signals derived from 

computational models against neural activities from individuals performing the corresponding 

task in an MRI scanner. This approach thus allows us to uncover where, and in particular, how 

a specific computational signal is represented in a particular brain region as opposed to 

conventional (trial-based) fMRI analysis. Model-based fMRI is particularly useful in the field 

of goal-directed learning under the RL framework because in RL studies decision variables 

(e.g., value, RPE) are often supposed to be computed by participants. Beyond merely localizing 

these decision variables, it is a natural extension to assess how such computations are carried 

out in the brain. In the recent decade, RL models have seen growing use as tools to disentangle 

the multi-faceted computational signals during various types of learning (e.g., Daw et al., 2006; 

Behrens et al., 2008; Gläscher et al., 2010; Niv et al., 2012; Lee, Shimojo, & O’Doherty, 2014; 

Chien et al., 2016, Will et al., 2017). 

 

Commonly, three steps are involved in performing model-based fMRI: (1) specifying the 

model space that attempts to quantify a given cognitive process, (2) deriving relevant internal 
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computational signals and model parameters of the winning model obtained by formal model 

estimation and model comparison, and (3) constructing the internal computational signals as 

additional regressors in the fMRI analysis to test the brain regions that significantly correlate 

with those signals (see Fig. 4.1). In fact, the first two steps are routinely embedded in the 

pipeline of performing computational modeling (as in Section 3.2.3 and Fig. 3.1). The third 

step involves the construction of parametric regressors in the pipeline of conventional General 

Linear Model (GLM) analysis and is carried out with common fMRI analysis software (see 

Section 4.2.3 for more details).  

 

 

 

Figure 4.1. Application of model-based fMRI. (A) A winning model is identified among all the 

candidate models after formal model estimation and model selection. (B) Trial-by-trial internal 

computational signals (e.g., values, in blue; and RPE, in orange) are derived from the winning model. 

(C) The internal signals are then convolved with the hemodynamic function to generate parametric 

regressors. (D) These regressors are used to correlate with brain activities to detect regions that 

encode those internal computational signals (e.g., vmPFC encodes value, in blue; and VS encodes 

RPE, in orange). Adapted from (Cohen et al., 2017); the publisher holds the copyright.  
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4.1.2. Hypotheses 

Based on previous findings and our research questions, we have the following hypotheses for 

our model-based fMRI analysis regarding the neural encoding of valuation (H1a – H1c), social 

influence (H2), behavioral adjustment (H3), as well as the functional connectivity (H4). 

H1a: Brain circuits that are associated with individuals’ own valuation processes are expected 

to be similar to regions that are involved in goal-directed learning in a non-social context. 

Particularly, activities in the vmPFC are expected to be tightly coupled with the individuals’ 

own value signals, and activities in the VS/NAcc are expected to encode the RPE.  

 

H1b: Brain circuits that are associated with the vicarious valuation processes are expected to 

overlap with regions that are involved in tracking the value of social information. We anticipate 

the ACCg as the key region that tracks the cumulative reward history in our winning model.  

 

H1c: The physiophysiological interaction between the vmPFC and the ACCg is expected to 

elicit functional activities in brain regions that are firmly related to action selection in goal-

directed learning, presumably in the adjacent areas of the vmPFC and extend to the mPFC.  

 

H2: We expect regions that are associated with social influence to be involved in processing 

the dissenting social information in goal-directed learning. These regions may include the 

ACC/pMFC, the rTPJ, and bilateral aINS. 

 

H3: During the choice adjustment phase, we expect activities in the vmPFC to be engaged in 

persisting with the initial option, whereas activities in the dlPFC are expected to be associated 

with switching to the alternative option. 

 

H4: We expect the connectivity between brain’s reward circuits (e.g., vmPFC, VS) and social 

circuits (e.g., rTPJ) to be modulated by the behavioral adjustment (i.e., the switching behavior) 

and brain regions that correspond to this behavior.  

 

4.2. Methods 

 

4.2.1. Participants 

See Section 3.2.1. 
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4.2.2. MRI data acquisition and preprocessing  

 

MRI data acquisition 

fMRI data collection was conducted on a Siemens Trio 3T scanner (Siemens, Erlangen, 

Germany) with a 32-channel head coil. Each brain volume consisted of 42 axial slices (voxel 

size, 2 x 2 x 2 mm, with 1 mm spacing between slices) acquired using a T2*-weighted 

echoplanar imaging (EPI) protocol (TR, 2510ms; TE, 25ms; flip angle, 40°; FOV, 216mm) in 

descending order. Orientation of the slice was tilted at 30° to the anterior commissure-posterior 

commissure (AC-PC) axis to improve signal quality in the orbitofrontal cortex (Deichmann et 

al., 2003). Data for each participant were collected in three runs with total volumes ranging 

from 1210 to 1230, and the first 3 volumes of each run were discarded to obtain a steady-state 

magnetization. In addition, a gradient echo field map was acquired before EPI scanning to 

measure the magnetic field inhomogeneity (TE1 = 5.00ms, TE2 = 7.46ms), and a high-

resolution anatomical image (voxel size, 1 x 1 x 1 mm) was acquired after the experiment using 

a T1-weighted MPRAGE protocol. 

 

MRI data preprocessing 

fMRI data preprocessing was performed using SPM12 (Statistical Parametric Mapping; 

Wellcome Trust Center for Neuroimaging, University College London, London, UK). After 

converting raw DICOM images to NIfTI format, image preprocessing continued with slice 

timing correction using the middle slice of the volume as the reference. Next, a voxel 

displacement map (VDM) was calculated from the field map to account for the spatial 

distortion resulting from the magnetic field inhomogeneity (Jezzard and Balaban, 1995; 

Andersson et al., 2001; Hutton et al., 2002). Incorporating this VDM, the EPI images were then 

corrected for motion and spatial distortions through realignment and unwarping (Andersson et 

al., 2001). The participants’ anatomical images were manually checked and corrected for the 

origin by resetting it to the AC-PC. The EPI images were then coregistered to this origin-

corrected anatomical image. The anatomical image was skull stripped and segmented into gray 

matter, white matter, and CSF, using the “Segment” tool in SPM12. These gray and white 

matter images were used in the SPM12 DARTEL toolbox to create individual flow fields as 

well as a group anatomical template (Ashburner, 2007) The EPI images were then normalized 

to the MNI space using the respective flow fields through the DARTEL toolbox normalization 

tool. A Gaussian kernel of 6 mm full-width at half-maximum (FWHM) was used to smooth the 

EPI images.  
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4.2.3. MRI data analysis  

 

Deriving internal computational signals 

Based on the winning model and its parameter estimation (see Section 3.4.2), we derived the 

trial-by-trial computational signals for each individual MRI participant (see Table 4.1) using 

the mean of the posterior distribution of the parameters. We used the mean rather than the mode 

(i.e., the peak) because in MCMC, especially HMC implemented in Stan, the mean is much 

more stable than the mode to serve as the point estimate of the entire posterior distribution 

(Carpenter et al., 2016). In fact, as we modeled all parameter as normal distributions, the 

posterior mean and the posterior mode are highly correlated (Pearson’s R = 0.99, p < 0.001).  

 

Table 4.1. Internal computational signals of the winning model 

Name Description 

𝑉self
chn The chosen “self value” updated from individuals’ own valuation 

𝑉other
chn  The chosen “other value” updated from the others’ cumulative reward history 

𝑉combined
chn  The chosen “combined value” obtained from the above two variables 

𝑉switch The value of switch on the second choice 

RPE The reward prediction error 

w.Nagainst
* The preference-weighted number of against options from the other co-players 

SwSt* Switch or stay on the second trial, coded as 1 or 0 

𝑈bet1 The continuous utility of the first bet 

𝑈bet2 The continuous utility of the second bet 

*: These variables are directedly derived from the data rather than the model, although they are 

essential components of the model.  

 

First-level analysis 

After the preprocessing, we further detected brain volumes that (1) excessively deviated from 

the global mean of the BOLD signals (> 1 SD), (2) showed excessive head movement 

(movement parameter / TR > 0.4), or (3) largely correlated with the movement parameters and 

the first derivative of the movement parameters (R2 > 0.95). This procedure was implemented 

with the “Spike Analyzer” tool (www.glascherlab.org/ressources) which returned indices of 

those detected volumes. We then constructed them as additional participant-specific nuisance 

regressors of no interest across all our first-level analyses. This implementation detected 3.41 

± 4.79% of all volumes. As this procedure was done per participant, the total number of 

regressors for each participant may differ.  

http://www.glascherlab.org/ressources
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fMRI data analysis was performed using SPM12. We conducted model-based fMRI analysis 

(Gläscher & O'Doherty, 2010) containing the computational signals described above (Table 

4.1). We set up two event-related general linear models (GLM1 and GLM2) to test our 

hypotheses. To test the hypotheses of H1a, H1b, and H2, the first-level design matrix in GLM1 

consisted of constant terms, nuisance regressors detected by the “Spike Analyzer”, plus the 

following 22 regressors: 5 experimentally measured onset regressors for each cue (cue of the 

1st choice, cue of the 2nd choice, cue of the 1st bet, cue of the 1st bet, and cue of the outcome); 

6 parametric modulators (PM) of each corresponding cue (𝑉self
chn, 𝑉other

chn , belonging to the cue of 

the 1st choice; w.Nagainst belonging to the cue of the 2nd choice; 𝑈bet1, 𝑈bet2, belonging to the cue 

of the 1st bet and the 2nd bet, respectively; and RPE belonging to the cue of the outcome); 5 

nuisance regressors accounted for all of the “no-response” trials for each cue; and 6 movement 

parameters. Note that for the two value signals, 𝑉other
chn  was orthogonalized with respect to 𝑉self

chn. 

This allowed to obtain as much variance as possible on the 𝑉self
chn  regressor, and then any 

additional (explainable) variance was accounted for by the 𝑉other
chn  regressor (Mumford, Poline, 

& Poldrack, 2015). Also, we intentionally did not include the reward outcome at the outcome 

cue. This was because (1) the RPE and the reward outcome are known to be correlated in goal-

directed learning studies using model-based fMRI (e.g., Chien, et al., 2016), and (2) we sought 

to explicitly verify RPE signals by its hallmarks using the ROI time series extracted from each 

participant given the second-level RPE contrast (see below ROI time series analysis below). 

GLM2 was set up to test the hypothesis of H3. To this end, GLM2 was identical to GLM1, 

except that the PM regressor of w.Nagainst under the cue of the 2nd choice was replaced by the 

PM regressor SwSt. Apart from the GLMs that aimed to directly test the above-mentioned 

hypotheses, there were two additional GLMs (GLM3 & 4) exploring the neural representations 

of 𝑉combined
chn  and 𝑉switch. GLM3 replaced the two value signals 𝑉self

chn and 𝑉other
chn  in GLM1 with 

𝑉combined
chn . GLM4 replaced SwSt in GLM2 with 𝑉switch. Otherwise, all the onset regressors and 

the nuisance regressors were kept identical with GLM1 and GLM2, respectively. 

 

Second-level analysis 

The resulting β images from each participant’s first-level GLM were then used in a random-

effects group analyses at the second level, using one-sample two-tailed t-tests for significant 

effects across participants. To correct for multiple comparisons of the functional imaging data, 

we employed the threshold-free cluster enhancement (TFCE; Smith & Nichols, 2009) 

implemented in the TFCE Toolbox (dbm.neuro.uni-jena.de/tfce/). TFCE is a cluster-based 

http://dbm.neuro.uni-jena.de/tfce/
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thresholding method that aims to overcome the shortcomings of choosing an arbitrary cluster 

size (e.g., p < 0.001, cluster size k = 20) to form a threshold. The TFCE takes the raw statistics 

from the second-level analysis and performs a permutation-based non-parametric test (i.e., 

5000 permutations in the current study) to obtain robust results.  

 

Given our a priori hypothesis (H1a and H1b), and according to previous work on the direct 

value signal in the vmPFC (Bartra et al., 2013) and vicarious value of the social information in 

the ACCg (e.g., Behrens et al., 2008; Boorman et al., 2013), we performed small volume 

corrections (SVC) using 10-mm search volumes around the peak MNI coordinates of the 

vmPFC and the ACCg in the corresponding studies with the TFCE correction at p < 0.05, FWE 

(family-wise error) corrected. For the otherwise whole-brain analysis, we performed whole-

brain TFCE correction at p < 0.05, FWE corrected.  

 

Follow-up ROI analysis 

Depending on the hypotheses, the research question, and the corresponding PM regressors, we 

employed two types of follow-up ROI analyses, the time series estimates and percent signal 

change (PSC) estimates. In both types of ROI analyses, participant-specific masks were created 

from the second-level contrast. For each participant, we first defined a 10-mm search volume 

around the peak coordinate of the second level contrast (threshold: p < 0.001, uncorrected); 

within this search volume, we then searched for each participant’s individual peak and created 

a new 10-mm sphere around this individual peak as the ROI mask. Finally, supra-threshold 

voxels in the new participant-specific ROI were used for the ROI analyses. 

 

Time series estimates 

The ROI time series estimates were applied when at least two PMs were associated with each 

ROI. Namely, we were particularly interested in how the time series within a specific ROI 

correlated with all the PM regressors. In the current studies, we defined 3 ROIs to perform the 

time series estimates, the vmPFC, the ACCg, and the VS/NAcc.  

 

We followed the procedure established by previous studies (Behrens et al., 2008; Jocham et 

al., 2014; Klein et al., 2017) to perform the ROI time series estimates. We first extracted raw 

BOLD time series from the ROIs. The time series of each participant was then time-locked to 

the beginning of each trial with a duration of 30s, where the cue of the 1st choice was presented 

at 0s, the cue of the 1st bet was presented at 2.92s, the cue of the 2nd choice was displayed at 



 70 

12.82s, the cue of the 2nd bet was displayed at 16.25s, and the outcome was presented at 21.71s. 

All these time points corresponded to the mean onsets for each cue across trials and 

participants. Afterwards, time series were up-sampled to a resolution of 250ms (1/10 of TR) 

using 2D cubic spline interpolation, resulting in a data matrix of size m x n, where m is the 

number of trials, and n is the number of the up-sampled time points (i.e., 30s / 250ms = 120 

time points). A linear regression model containing the PMs was then estimated at each time 

point (across trials) for each participant. It should be noted that, although the linear regression 

here took a similar formulation as the first-level GLM, it did not model any specific onset; 

instead, this regression was fitted at each time point in the entire trial across all the trials. The 

resulting time courses of effect sizes (regression coefficients) were finally averaged across 

participants. Because both the time series and the PMs were normalized, these time courses of 

effect sizes in fact reflected the partial correlation between the ROI time series and PMs.  

 

To test group-level significance, we employed a permutation procedure. For the time sources 

of effect sizes for each ROI, we defined a time window of 3-7s after the corresponding event 

onset, during which the BOLD response was expected to peak. In this time window, we 

randomly flipped the signs of the time courses of effect sizes for 5000 repetitions to generate a 

null distribution, and asked whether the mean of the generated data from the permutation 

procedure was smaller or larger than 97.5% of the mean of the empirical data.  

 

Percent signal change (PSC) estimates 

The PSC estimates were applied when only one PM was associated with each ROI. Particularly, 

we asked whether there was a linear trend of the PSC for each ROI as a function of the PM. In 

the current studys, we defined 7 ROIs to perform the PSC estimates. Among them, four ROIs 

were associated with the PM regressor of w.Nagainst, being the rTPJ, the ACC/pMFC, the right 

aINS and the FPC; two ROIs were associated with the PM regressor of SwSt, being the left 

dlPFC and the ACC; and one ROI was associated with the inverse contrast of SwSt (i.e., StSw, 

stay vs. switch), being the vmPFC. 

 

To compute the PSC, we used the “rfxplot” toolbox (Gläscher, 2009) to extract the time series 

from the above ROIs. The “rfxplot” toolbox further divided the corresponding PMs into 

different bins (e.g., 2 bins, the 1st 50% of the PM and the 2nd 50% of the PM) and computed 

the PSC for each bin, which resulted in a p x q PSC matrix, where p is the number of 

participants, and q is the number of bins. To test for significance, we performed a simple 1st-
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order polynomial fit using the PSC as a function of the binned PM, and asked whether the slope 

of this polynomial fit was significantly different from zero. 

 

Connectivity analysis 

We employed two types of connectivity analyses (Friston et al., 1997) in the current study, the 

psychophysiological interaction (PPI) and the physiophysiological interaction (PhiPI). Both 

types of connectivity analysis have become most popular techniques in the field of cognitive 

neuroscience to test the functional network using fMRI (O’Reilly, et al., 2012). 

 

Psychophysiological interaction (PPI) 

The PPI analysis aims to uncover how the functional connectivity between BOLD signals in a 

particular ROI (seed region) and BOLD signals in the (to-be-detected) target region(s) is 

modulated by a psychological variable. We used as a seeded the entire BOLD time series from 

a 10-mm spherical ROI in the rTPJ, centered at the peak coordinates for w.Nagainst (threshold: 

p < 0.001, uncorrected), which was detected at the onset cue of the second choice. Next, we 

constructed the PPI regressor by combining the rTPJ ROI signals with the SwSt variable that 

took place after the cue of the 2nd choice. The first-level PPI design matrix consisted of three 

PPI regressors (the BOLD time series of the seed region, the modulating psychological 

variable, and their interaction) and all the same nuisance regressors as the above first-level 

GLMs. The first-level interaction regressor was then submitted to a second-level t-test to 

establish the group-level connectivity results, with TFCE correction p < 0.05, FWE corrected. 

 

Physiophysiological interaction (PhiPI) 

The PhiPI analysis follows the same principles as the PPI analysis, except that the 

psychological variable in the PPI regressors is replaced by the BOLD time series from a second 

seed ROI. We performed two PhiPI analyses. In the first PhiPI, we used as seeds the entire 

BOLD time series in two 10-mm spherical ROIs in the vmPFC and the ACCg, both of which 

were detected at the cue of the 1st choice. In the second PhiPI, we seeded with the entire BOLD 

time series from an identical 10-mm spherical ROI in the rTPJ as described in our PPI, and 

from a 10-mm spherical ROI in the left dlPFC, which was detected at the cue of the 2nd choice. 

The setup of the first-level PhiPI design matrix and the statistical test procedure on the second-

level were the same as for the PPI analysis.  
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4.3. Neurocomputational Signals of Social Influence in Goal-directed Learning  

 

4.3.1. Neural correlations of value signals 

To test hypothesis H1a, we sought the neural signature that encoded the direct value signal that 

was updated through individuals’ own fictitious update. For this, we derived 𝑉self
chn from our 

winning model M6b and included it as a PM in GLM1. Results revealed a significant effect in 

the vmPFC (Fig. 4.2A, red; Table 4.2). Similarly, to test hypothesis H1b, we focused on 𝑉other
chn  

as the key PM in the first-level GLM. We found that this value signal which was updated via 

observational learning was positively correlated with activities in the ACCg (Fig. 4.2A, blue; 

Table 4.2). No significant cluster was found for the PM 𝑉combined
chn  (GLM3). 

 

To confirm that vmPFC and ACCg were exclusively encoding the latent value signals of 𝑉self
chn 

and 𝑉other
chn , respectively, we applied a double dissociation approach. Such a double dissociation 

would not occur if one of the two regions was responding to the computation of both value 

signals. If the activities in the vmPFC was exclusively exhibiting a parametric relationship to 

𝑉self
chn, the time series in the vmPFC ROI should only show positive correlation with 𝑉self

chn, but 

not with 𝑉other
chn . The analogous assumption applied to the parametric relationship between the 

ACCg and 𝑉other
chn . To this aim, we extracted the BOLD time series in the corresponding ROIs 

(vmPFC, ACCg), cut them into trials epochs and fit linear regression models using both value 

signal PMs (𝑉self
chn and 𝑉other

chn ; see Section 4.2.3). As a result, the time series in the vmPMC 

showed a pronounced positive correlation with 𝑉self
chn (p < 0.0001, permutation test; Fig. 4.2B, 

red line) but had no correlation with 𝑉other
chn  (p = 0.425, permutation test; Fig. 4.2B, blue line). 

Conversely, the BOLD time series in the ACCg showed a pronounced positive effect with 

𝑉other
chn  (p < 0.0001, permutation test; Fig. 4.2C, blue line) but not with 𝑉self

chn  (p = 0.943, 

permutation test; Fig. 4.2C, red line). Thus, we demonstrated dissociable neural responses of 

valuation, with the vmPFC being scaled with value signals updated through direct learning, 

and the ACCg being associated with value signals updated through observational learning.  
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Figure 4.2. Neural substrates of dissociable value signals. (A) The neural representation of 𝑉self
chn 

and 𝑉other
chn  are encoded in the vmPFC (red/yellow) and the ACCg (blue/light blue), respectively. 

Color coding indicates the SPM thresholds corresponding to p < 0.001 and p < 0.0001 uncorrected. 

(B) and (C) Time series estimates demonstrate a double dissociation of the neural signatures of the 

value signals. (B) The vmPFC is positively correlated with 𝑉self
chn (red; p < 0.0001, permutation test) 

but not with 𝑉other
chn  (blue; p = 0.425, permutation test), whereas (C) the ACCg is positively correlated 

with 𝑉other
chn  (blue; p < 0.0001, permutation test) but not with 𝑉self

chn (blue; p < 0.943, permutation test).  

 

Next, we assessed the second central component in individuals’ fictitious update, that is, the 

RPE. In line with the rich literature on goal-directed learning (e.g., Schultz et al., 1997), it 

should come as no surprise that the RPE was encoded in the VS/NAcc (Fig. 4.3A; Table 4.2). 

Here, however, we sought to demonstrate the neural representation of RPE by its functional 

hallmarks (e.g., Behrens et al., 2008). To be quantified as an RPE signal (or any error-like 

signal), it should be sensitive to both the actual outcome (i.e., reward outcome) and the 

expected outcome (i.e., value). To be specific, an RPE signal should covary positively with the 

reward outcome and negatively with the value. Using a separate ROI time series analysis, we 

indeed found that the activities in the VS/NAcc showed a positive correlation with the reward 

outcome (p < 0.0001, permutation test; Fig. 4.3B, green line), and a negative effect of the value 

signal (p = 0.021, permutation test; Fig. 4.3B, red line). Thus, we verified that the VS/NAcc 

indeed encoded the RPE signal, rather than merely responded to the reward outcome.  
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Figure 4.3. Neural substrates of RPE. (A) The neural representation of RPE is encoded in the 

VS/NAcc (green). Color coding indicates the SPM threshold corresponding to p < 0.05 FWE 

corrected. (B) The time series in the left VS/NAcc is sensitive to both component of the RPE, with 

being positively correlated with the actual reward outcome (green line; p < 0.0001, permutation test), 

and negatively correlated with the expected outcome (i.e., value; red line, p < 0.021, permutation 

test). We chose the left VS/NAcc because its thresholded cluster was larger than the right one (Table 

4.2). Using the right VS/NAcc yielded similar results. Solid lines represent the mean effect across 

participants; shaded areas indicate SEM. 

 

Table 4.2. Neural substrates of value and RPE signals 

  MNI coordinates (peak)   

Contrast Region x y z Cluster size Zmax 

𝑉self
chn vmPFC 4 46 −14 49a 3.91* 

𝑉other
chn  ACCg 2 10 36 55a 3.94* 

RPE 
left VS/NAcc −10 8 −10 199b 7.07** 

right VS/NAcc 12 10 −12 171b 7.35** 

Note: *: TFCE with small volume correction (SVC), at p < 0.05, FWE corrected; **: whole-brain 

TFCE correction, at p < 0.05, FWE corrected; a: cluster size obtained at p < 0.001, uncorrected; b: 

cluster size obtained at p < 0.05, FWE corrected. 
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4.3.2. Neural correlations of social information 

To assess hypothesis H2, we asked which brain regions were parametrically encoding the 

instantaneous conflicting social information before making the behavioral adjustment. To this 

end, the above-constructed GLM1 also included the variable w.Nagainst as the relevant PM. We 

found that neural activities in the rTPJ, the ACC/pMFC, the bilateral aINS and the FPC were 

scaled positively for w.Nagainst (Fig. 4.4A; Table 4.3). 

 

To confirm whether the above regions exhibited a parametric relationship to preference-

weighted number of opposite choices, we extracted the BOLD time series in the corresponding 

ROIs and tested whether there was a linear trend between the percent signal change (PSC) of 

the BOLD signals and the PM split in a three-way bin (i.e., low, medium, and high, split at the 

33rd, 66th and 100th percentile range, respectively). Indeed, the results demonstrated that all the 

regions showed a pronounced linear increasing trend as a function of w.Nagainst (Fig. 4.4.B-E; 

rTPJ, F1,115 = 12.52, p = 0.0006; ACC/pMFC, F1,115 = 8.09, p = 0.0053; right aINS, F1,115 = 

10.23, p = 0.0018; left aINS, F1,115 = 14.06, p = 0.0003; FPC, F1,115 = 7.91, p = 0.0058). 

 

Table 4.3. Neural substrates of social information  

  MNI coordinates (peak)   

Contrast Region x y z Cluster size Zmax 

w.Nagainst 

rTPJ 50 −60 34 211a 4.44** 

ACC/pMFC 4 28 44 238a 5.03** 

left aINS −30 18 −14 56a 3.90** 

right aINS 32 24 −10 163a 5.13** 

FPC 22 60 18 140a 4.97** 

Note: **: whole-brain TFCE correction, at p < 0.05, FWE corrected; a: cluster size obtained at p < 

0.001, uncorrected. 
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Figure 4.4. Neural substrates of dissenting social information. (A) Activities (red/yellow) in the 

rTPJ, the ACC/pMFC, bilateral aINS and the FPC scaled parametrically with the dissenting social 

information (i.e., w. Nagainst). Color coding indicates the SPM thresholds corresponding to p < 0.001 

and p < 0.0001 uncorrected. (B-E) Percent signal change (PSC) of BOLD time series in the 

corresponding ROI for trials in which w. Nagainst is low, medium, and high (33rd, 66th, and 100th 

percentile range). All show a significant linear increasing trend (F test, ps < 0.001). For the sub-

figure D, we chose the right aINS because its supra-threshold cluster was larger than the left one 

(Table 4.3). Using the left aINS yielded similar results. All error bars indicate SEM.  
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4.3.3. Neural correlations of choice adjustment 

Next, to test hypothesis H3, we examined the neural signatures that were associated with the 

behavioral adjustment. To this end, we coded the choice switch as the PM of SwSt (i.e., switch 

and stay coded as 0 and 1) and constructed GLM2. Neural activities in the bilateral dlPFC and 

the ACC were closely tied to the switch behavior as opposed to the stay behavior (Fig. 4.5A, 

C; Table 4.4). On the contrary, activities in the vmPFC were responding to the inverse contrast, 

namely, the neural responses in the vmPFC were more tightly coupled with the stay behavior 

than the switch behavior (Fig. 4.5E; Table 4.4). No significant cluster was found to correlate 

with Vswitch (GLM4) and bet-related decision variables (i.e., Ubet1, Ubet2, GLM1). 

 

Similar to the above ROI analysis, we further checked whether the BOLD signals in the 

corresponding ROI showed a stronger response to the switch trials than stay trials (for bilateral 

dlPFC and the ACC) or vice versa (for the vmPFC). This PSC estimates indicated greater 

neural activities in bilateral dlPFC and the ACC were accompanied with the switch trials as 

compared to the stay trials (Fig. 4.5 B, D; right dlPFC, t37 = 4.31, p < 0.0001; left dlPFC, t37 = 

4.97, p < 0.0001; ACC, t37 = 7.62, p < 0.0001). In contrast, enhanced activities in the vmPFC 

was associated with the stay trials than the switch trials (Fig. 4.5F; vmPFC, t37 = 4.21, p = 

0.0002).  

 

Table 4.4. Neural substrates of choice adjustment  

  MNI coordinates (peak)   

Contrast Region x y z Cluster size Zmax 

SwSt 

left dlPFC −32 48 16 7b 5.19** 

right dlPFC 26 42 32 3b 5.33** 

ACC −4 16 44 158b 6.22** 

StSw vmPFC 6 44 −16 2b 5.01** 

Note: **: whole-brain TFCE correction, at p < 0.05, FWE corrected; b: cluster size obtained at p < 

0.05, FWE corrected. 
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Figure 4.5. Neural substrates of choice adjustment. (A, C) Bilateral dlPFC and the ACC (red) are 

more activated when individuals made a switch during the choice adjustment. (E) The vmPFC (blue) 

is more activated when individuals made a stay during the choice adjustment. Color coding indicates 

the SPM threshold corresponding to p < 0.05 FWE corrected. (B, D, E) Percent signal change (PSC) 

of BOLD time series in the corresponding ROI for switch trials as opposed to stay trials. All show a 

significant difference (paired t-test, ps < 0.001). For the sub-figure B, we chose the left dlPFC 

because its supra-threshold cluster was larger than the right one (Table 4.4). Using the right dlPFC 

yielded similar results. All error bars indicate SEM.  
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4.4. Functional Connectivity between Brain’s Reward Circuit and Social Circuit 

Our results thus far have demonstrated how the brain encoded independent value signals 

(Section 4.3.1), responded to the dissenting social information (Section 4.3.2) and prepared 

the subsequent behavioral adjustment (Section 4.3.3). We next asked whether there existed 

functional connectivity among those regions, and whether the elicited connectivity activation 

entailed additional latent computational signals that would otherwise be undetectable by our 

previous GLMs.  

 

In Section 4.3.1, our double dissociation approach demonstrated the vmPFC and the ACCg 

were exclusively encoding the independent value signals, 𝑉self
chn and 𝑉other

chn , respectively. Given 

these results and to test hypothesis H1c, we asked whether the physiophysiological interaction 

(PhiPI) between these two regions may converge at overlapping (with vmPFC or ACCg) or 

separate regions related to action selection. We constructed a PhiPI regressor taking the BOLD 

signals in the ROIs of the vmPFC and the ACCg, and found that this interaction elicited 

pronounced neural activity in the (rostral) mPFC (Fig. 4.6), a region that is tightly involved 

during the decision stage (Bartra et al., 2013), especially in goal-directed and value-based 

decision-making (Rangel & Hare, 2010). Thus, our results indicated the two value signals 

might integrate at the mPFC and guide future decisions. In fact, even though the PM regressor 

𝑉combined
chn  did not yield any statistically reliable results at p < 0.001 uncorrected threshold, a 

small cluster (k = 4) was within the 10-mm sphere around the peak of the mPFC obtained from 

the PhiPI analysis, which, albeit not as sufficient, partially suggested that the mPFC was 

encoding the combined value signal obtained from direct learning and observational learning.  
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Figure 4.6. PhiPI between vmPFC and ACCg. Two seed regions, the vmPFC (red), which is 

associated with 𝑉self
chn, and the ACCg (blue), which is linked with 𝑉other

chn , elicit connectivity activations 

in the (rostral) mPFC (magenta). Color coding indicates the SPM thresholds corresponding to p < 

0.001 uncorrected, p < 0.0001 uncorrected, respectively. 

 

In Section 4.3.2 and 4.3.3, we demonstrated that several brain regions were engaged in 

processing the instantaneous disagreeing social information, including the rTPJ, the 

ACC/pMFC, bilateral aINS and the PFC; this social information then triggered behavioral 

adjustment, which was associated with bilateral dlPFC and the ACC. Closely related to our 

hypothesis H4, we were particularly interested in whether / how the behavioral adjustment 

modified the functional connectivity between the social-related regions and the potential 

reward-related regions, such as the vmPFC and the VS. We first assessed the context-dependent 

connectivity using a psychological interaction (PPI). We reasoned that connectivity strength 

was greater in one context (e.g., when participants switched to the alternative option) than that 

in another context (e.g., when participants persisted with their initial decision). Following this 

reasoning, we used a seeded at the rTPJ, extracted its BOLD time series and constructed a PPI 

regressor with SwSt being the modulatory psychological variable. Among the social-related 

regions, we considered the rTPJ as the primary seed region because the rTPJ is essential for 

mentalizing and perspective taking, rather than merely processing conflict (associated with 

ACC/pMFC), responding to aversive emotions (associated with aINS), or accumulating 

evidence (associated with FCP). Because all the participants were engaged in the same learning 

environment, we argued that the more a participant was able to take the perspective of the 

others, the better s/he would make use of the social information to facilitate learning. The PPI 

result identified the left putamen as the target region that functionally connected with the rTPJ 

depending on whether participants made a switch or a stay (Fig. 4.7A). 

 

Anatomically, the putamen (part of the dorsal striatum), is adjacent to the VS/NAcc, thus, it 

might reflect the RPE computation. Using similar ROI time series estimates as were used to 

verify the RPE signal in the VS, we found that the left putamen was positively correlated with 

the reward outcome (p < 0.0001, permutation test), but did not show a negative correlation with 

the value signal (p = 0.4854, permutation test). Alternatively, given that both the seed region 

at rTPJ and the psychological modulation SwSt were aligned at the onset cue of the second 

choice, we presumed that neural activities in the putamen may respond to some aspect of the 

social information, arguably, a social prediction error (SPE). In analogy to the two building 
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components of the RPE, we constructed PMs related to actual agreement and expected 

agreement when processing social information, and asked whether the putamen was sensitive 

to these components. Specifically, when social information was received, the actual agreement 

was simply the actual number of choices that were the same as participants’ own initial choice. 

Plus, the expected agreement could be reflected by the value difference (i.e., 𝑉chn − 𝑉unchn); 

namely, the larger the value difference between the chosen option and the unchosen option, the 

more certain participants were about their initial choice, hence the more “same” options would 

be expected from the other co-players. To test this assumption, we constructed separate ROI 

time series estimates, and found that the BOLD activity in the left putamen was indeed 

positively correlated with the actual agreement (p = 0.040, permutation test; Fig. 4.7B, green 

line) meanwhile negatively correlated with the expected agreement (p = 0.014, permutation 

test; Fig. 4.7B, red line). Thus, our PPI analysis and ROI time series estimates demonstrated 

the alternative and plausible account of SPE in the left putamen that might otherwise be 

attributed to RPE computation.  

 

 

 

Figure 4.7. PPI between rTPJ and SwSt. (A) The functional connectivity between the left putamen 

(green) and the seed region rTPJ (blue) is modulated by the choice adjustment (switch vs. stay). Color 

coding indicates the SPM threshold corresponding to p < 0.05 FWE corrected. (B) The BOLD time 

series in the left putamen ROI show a prediction error-like signal, with being positively correlated 

with the actual agreement (i.e., the actual number of “with”; green line; p = 0.040, permutation test), 

and negatively correlated with the expected agreement (as computed by the inverse logit of 𝑉chn − 

𝑉unchn; red line; p = 0.014, permutation test). Thus, the computational function in the left putamen 

may specifically reflect a social prediction error. Solid lines represent the mean effect across 

participants; shaded areas indicate SEM. 
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Lastly, we examined which brain region covaried with the social-related ROIs and the choice 

adjustment-related ROIs. For the former, we considered again the rTPJ, and for the latter, we 

considered the dlPFC (the left dlPFC in particular, because of its larger thresholded cluster 

size), as numerous evidence has suggested that the dlPFC is tightly associated with choice 

switching during reversal learning (Cools et al. 2002; Gläscher et al., 2009). It is worth noting 

that, although this PhiPI was effectively similar to the above PPI, with the psychological term 

(i.e., SwSt) being replaced by its corresponding neural activity (i.e., dlPFC), as the PhiPI 

regressor did not factor in the onset information, it enabled us to establish context-free 

connectivity at a broader neurobiological level. We found that the PhiPI between the rTPJ and 

the dlPFC elicited enhanced neural activations in the vmPFC and the pMFC/ACC (Fig. 4.8, 

green; Table 4.5). Strikingly, these regions partially overlapped (i.e., being directly 

overlapping or spatially close to each other) with the brain regions that were found to encode 

the value signals (Fig. 4.8, red and blue, as in Fig. 4.2A), suggesting regions that processed the 

social information together with regions that encoded behavioral switching may be functionally 

coupled with regions that computed and updated values obtained via both direct learning and 

observational learning. Together, these findings established a closed-loop network between the 

brain’s reward circuits and the social circuits.  

 

 

 

Figure 4.8. PhiPI between rTPJ and dlPFC. Two seed regions, the rTPJ (blue), which responds to 

the social information, and the left dlPFC (yellow), which encodes the choice adjustment, elicit 

connectivity activations in the vmPFC and the pMFC (both in green), which partially overlap with 

the latent value signals (i.e., 𝑉self
chn; red; and 𝑉other

chn ; blue), as in Fig. 4.2A. Color coding indicates the 

SPM thresholds corresponding to p < 0.05 FWE corrected, p < 0.001 uncorrected, p < 0.0001 

uncorrected, respectively. 
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Table 4.5. Functional connectivity  

  MNI coordinates (peak)   

Connectivity Region x y z Cluster size Zmax 

vmPFC ~ ACCg mPFC 10 40 10 170a 4.62** 

rTPJ ~ SwSt left putamen −20 12 −4 104b 6.08** 

rTPJ ~ left dlPFC 
vmPFC 0 48 −12 23b 5.26** 

ACC 0 0 40 12b 5.12** 

Note: **: whole-brain TFCE correction, at p < 0.05, FWE corrected; a: cluster size obtained at p < 

0.001, uncorrected; b: cluster size obtained at p < 0.05, FWE corrected. 

 

4.5. Discussion 

This chapter examined the neurocomputational representations of social influence in goal-

directed learning. In particular, we demonstrate the neural underpinnings of the latent 

computational signals that were derived from the winning behavioral model introduced in 

Chapter 3. In support of the hypotheses regarding the neural implementation of value signals 

(H1a, H1b, H1c), we show that the vmPFC exclusively encodes the direct value signal updated 

through individuals’ own valuation processes, whereas the ACCg exclusively encodes the 

vicarious value updated through the others’ cumulative reward history. In addition, neural 

activities in the mPFC covary with activations from the vmPFC and the ACCg. Moreover, in 

close agreement with the hypothesis regarding the dissenting social information (H2), we show 

that neural activities in the rTPJ, the ACC/pMFC, bilateral insula and the FPC scale 

parametrically with the amount of conflicting group opinion. Plus, subsequent behavioral 

switching is accompanied by increased activity in bilateral dlPFC and the ACC, whereas 

persisting with the initial decision is signaled by increased activity in the vmPFC, supporting 

our hypothesis regarding behavioral adjustment (H3). Finally, in response to the hypothesis 

regarding functional connectivity (H4), we demonstrate that the strength of the connectivity 

between the rTPJ and the left putamen is modulated by the choice adjustment, and that the left 

putamen may specifically reflect the computation of the SPE; meanwhile, at the 

physiophysiological level, the rTPJ in conjunction with the left dlPFC elicits enhanced neural 

activity in the vmPFC and pMFC, which partially overlapped with the regions that encode the 

value signals. Together, our results establish a closed-loop network between brain’s reward 

hub and the social hub. 
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4.5.1. Dissociable neural substrates of direct value and vicarious value 

We employed a double dissociation approach to tease apart the value signals updated via direct 

learning and observational learning. The double dissociation is a widely used approach in brain 

lesion studies to identify whether a certain brain region exclusively carries out a certain 

function (Shamay-Tsoory, Aharon-Peretz, & Perry, 2009; Camille, Tsuchida, & Fellows, 

2011). In the field of decision neuroscience, this approach has been used mainly in animal 

studies to examine the neural representations of the value computation (Kennerley, Behrens, 

& Wallis, 2011). In the current study, we show that in healthy humans, distinct regions are 

recruited to implement independent value signals, with the vmPFC and the ACCg encode the 

direct value and vicarious value, respectively. Compatible with numerous studies in learning 

and decision-making in non-social contexts (Plassmann, O'Doherty, & Rangel, 2007; Levy & 

Glimcher, 2012; Bartra, McGuire, & Kable, 2013), the vmPFC in the current study also shows 

a parametric relationship to the value signal updated from individuals’ own valuation processes 

under the RL framework. On top of individuals’ own value update, we further identify the 

ACCg is responding to the value signals updated from observing the others’ cumulative reward 

history in the recent past, which is greatly aligned with previous studies that have indicated that 

the ACCg is tied to the value of social information by tracking the volatility (Behrens et al., 

2008; Behrens, Hunt, & Rushworth, 2009). In particular, given that the social information in 

the current study is represented by the cumulative reward history of the others, the dynamics 

of how well the others were performing in the recent past somewhat reflects their volatility in 

the same learning environment as in (Behrens et al., 2008). Moreover, this distinct neural 

coding of direct values and vicarious values in the current study fundamentally differs from 

previous studies on social influence in decision-making. In a recent study (Apps & Ramnani, 

2017), for instance, neural activities in the vmPFC and the dmPFC (spatially close to the 

ACCg) were respectively associated with subjective values and normative values in an 

intertemporal economic game. Notably, participants in this study were separately making 

intertemporal decisions either for themselves or for another group. In the current study, 

however, because the two value signals were modeled under the same onset, we argue that the 

learning processes from one’s own valuation and from the others’ reward history were 

implemented in parallel, let alone our winning model has indicated the extent to which 

individuals were relying on their own and the others were effectively comparable (see Section 

3.4.2; and Fig. 3.8B). Collectively, these results demonstrate concurrent yet distinct value 

computations in the vmPFC and the ACCg when social information is presented during goal-

directed learning.  
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Apart from the value dissociation, we were interested in how direct value and vicarious value 

were integrated to guide future decisions. As shown by our functional connectivity analyses, 

the mPFC covaried with activities in both the vmPFC and the ACCg. According to a recent 

meta-analysis (Bartra et al., 2013), this region is particularly engaged during the decision stage 

when individuals are representing the choice options and selecting actions, especially in value-

based and goal-directed decision-making (Rangel & Hare, 2010). Hence, it suggests that 

beyond the dissociable neural underpinnings, the directed value and vicarious value are further 

combined to make subsequent decisions.  

 

Furthermore, we replicated previous reports that identified the VS/NAcc was associated with 

the RPE computation instead of mere outcome representation (Behrens et al., 2008; Jocham et 

al., 2014; Klein et al., 2017). Considering the characteristics of the RPE signal, if a brain region 

encodes the RPE, this region should be positively correlated with the actual outcome (e.g., 

reward outcome), and negatively correlated with the expected outcome (e.g., value). Following 

this reasoning, our analysis demonstrated that the neural activity in the VS/NAcc was indeed 

sensitive to the reward outcome and value in such a pattern. Due to the fact that the outcome 

and the RPE are largely correlated in RL studies, our results provide a more robust approach 

to verify the neural signatures of the RPE. 

 

4.5.2. Extended neural circuitry of social influence in decision-making 

In close accordance with our behavioral results and computational modeling findings, the 

model-based fMRI results show that neural activities in the rTPJ, the ACC/pMFC, bilateral 

aINS and the FPC scaled parametrically with the amount of dissenting social information. 

Although all the regions are responding to the dissenting social information, they may reflect 

disparate functions, arguably error processing and perspective taking. Consistent with the large 

body of studies on social influence and conformity (Klucharev, et al., 2009; Berns et al., 2010; 

Tomlin et al., 2013), the ACC and the aINS are more activated when observing conflict social 

information, with the ACC being more relevant to general error monitoring and conflict 

detecting (Ridderinkhof; et al., 2004; Diedrichsen et al., 2005) and the aINS being more 

associated with affective emotion and negative arousal (Craig, 2002, 2003). This body of 

evidence suggests when observing the other co-players choosing the alternative option as 

opposed to individuals’ own initial decision, a conflict monitoring process may be initiated and 

such conflict between individuals’ prior decision and the group opinion may be accompanied 

with increased affective arousal, such as worry and anxiety. It should be noted, however, that 
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the conflict monitoring is not necessarily triggered by dissenting social information; other 

forms of perceptual mismatch may provoke a similar neural response in the ACC and aINS. 

On the other hand, our behavioral results have shown that switching towards the direction of 

the group was not due to perceptual mismatch; instead, social information was utilized to 

facilitate learning (see Section 3.3; and Fig. 3.3, Fig. 3.4). In fact, the other two clusters of 

regions, the rTPJ and the FPC are closely coupled with this social aspect. Previous studies have 

demonstrated that rTPJ is closely tied to mentalizing about others’ intentions and perspectives 

(Saxe & Kanwisher, 2003; Behrens et al., 2008; Hampton et al., 2008). Given that all co-players 

are engaged in the same learning environment, understanding the others’ intention, that is, why 

they made their decisions, is crucial to utilizing their choices to optimizing one’s own learning 

process. Thus, the rTPJ might represent other co-players’ choices in relation to an individual’s 

own choice (i.e., with or against) to facilitate learning. Moreover, the FPC, especially its 

adjacent region dmPFC is also known to be part of the mentalizing network (Boorman et al., 

2013; Cascio et al., 2015). In the current study, however, we did not observe the exact cluster 

of the dmPFC. Alternatively, the functional role of the FPC itself may seem plausible as well. 

Considerable evidence has indicated that the FPC is involved in accumulating evidence and 

tracking changes (Boorman et al., 2009; Park et al., 2017) as well as in maintaining motivations 

in tasks that require demanding cognitive effort (Pochon et al., 2002; Locke, H. S., & Braver, 

2008; Soutschek et al., 2017). According to this view, it is plausible to assume that individuals 

had to make the effort to (re)think of choices from their peers in order to make the best use of 

them in our demanding social influence task.  

 

In the following choice adjustment phase, our analyses reveal enhanced activity in bilateral 

dlPFC and the ACC when switching to the alternative option, and increased activity in the 

vmPFC when persisting with the initial choice. These results replicate previous studies on the 

PRL task (Cools et al., 2002; O'Doherty et al., 2003a; Gläscher et al., 2009) demonstrating that 

the dlPFC is associated with behavioral switching whereas the vmPFC is relating to persisting. 

Notably, the vmPFC cluster found here largely overlapped with the vmPFC that was found to 

encode the direct value signal on the 1st choice. This seems reasonable because as long as the 

value signal is relatively large, individuals are quite certain about their chosen option, hence, 

they are willing to persist with their prior decision even when observing conflicting social 

information. Collectively, the current study thoroughly examines the essential phases of the 

social information representation as well as the subsequent behavioral adaptation, providing an 

extended and comprehensive neural circuitry of social influence in goal-directed learning.  
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4.5.3. A closed-loop network between the brain’s reward hub and social hub 

Despite the anatomical segregation, brain regions do not work in isolation, but instead, they 

work as a functionally connected network. In the current study, on the grounds of the neural 

substrates of the model-based signals that are associated with value computation and social 

information processing, we go one step further to assess how the brain’s reward hub and social 

hub mutually communicate and seek to disentangle additional hidden computational signals 

that would otherwise be undetectable by conventional GLM analysis. Our PPI analysis first 

show enhanced functional connectivity between the rTPJ and the left putamen that was 

dependent on the choice switching during the behavioral adjustment phase. Furthermore, our 

results are in support of the interpretation that the putamen may encode a type of social 

prediction error (SPE) rather than the RPE. The putamen has been known to manifest RPE-

related activity during goal-directed learning (O’Doherty et al., 2004; Schultz, 2016). 

Considering the hallmarks of the RPE signal (Behrens et al., 2008; Jocham et al., 2014; Klein 

et al., 2017), the putamen then should be positively correlated with the actual outcome and 

negatively correlated with the expected outcome. We argue that this characteristic is not 

exclusive to the RPE, but rather, it may reflect any general error signal. In fact, even though 

we found a positive correlation between the putamen and the reward outcome, we failed to 

observe the negative correlation between the putamen and the value. However, we indeed 

found that the putamen positively correlated with the actual agreement (i.e., the number of 

“same” choices) and negatively correlated with the expected agreement (i.e., as derived from 

the value difference). Moreover, because both the dissenting social information regressor and 

the behavioral adjustment regressor were modeled at the onset cue of the 2nd choice, it is 

plausible to reason that the putamen encoded the relevant social information when choices from 

the other co-players were received. The resulting SPE signal may trigger a re-computation of 

expected values and give rise to the subsequent behavioral adjustment, which is partially in 

line previous reports that revealed the SPE was signaled by increased striatal activity (Behrens 

et al., 2008; Meshi et al., 2012). In addition, these functional connectivity results somewhat 

concur with previous reports that demonstrated the rTPJ has functional links with the reward 

network, of which the striatal region is a central hub (Hare et al., 2010). 

 

Moving beyond the context-dependent connectivity revealed by the PPI analysis, our PhiPI 

analysis furthered corroborated the functional connectivity between the social-related circuits 

and the reward-related circuits from a more general physiological perspective. Intriguingly, the 

identified regions (i.e., vmPFC, pMFC) that functionally connected with both the rTPJ and the 
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dlPFC partially overlapped with the frontal cortices that have been shown to respond to the 

value computation of the initial decision. One interpretation is that the neural representations 

of the dissenting social information and its following behavioral adjustment are directly 

associated with the neural encoding of value computation. This is plausible, because as 

demonstrated by our behavioral results and computational modeling findings, taking the social 

information into account and making adjustment accordingly indeed facilitated learning in the 

uncertain learning environment. Thus, it is reasonable to argue that the more individuals’ 

learning process is facilitated, the more their value computation is integrated, hence the 

observed elicited neural activity in the vmPFC and the pMFC. Irrespective of distinct 

paradigms in social decision-making, our results are mirrored by evidence for the functional 

connectivity between the valuation network and the mentalizing network (De Martino et al., 

2013; Hill et al., 2017), which suggests that the prefrontal regions may integrate the social 

information by means of remote coupling with other brain regions to compute value signals 

that drive actions.  

 

Taken together, our results identify brain regions that carry out value computation, social 

information representation and behavioral adjustment initiation, as well as their functional 

connectivity at both context-dependent and context-free levels, thus, establishing a closed-loop 

neural network between the brain’s reward hub and the social hub.  
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5. EXPECTATION BIASES SOCIAL INFLUENCE IN GOAL-

DIRECTED LEARNING 

 

5.1. Introduction 

Expectation and attitude play a crucial role in many cognitive processes, including theory of 

mind (Koster-Hale & Saxe, 2013), pain perception and placebo effects (Benedetti et al., 2005; 

Büchel et al., 2014), perceptual decision-making (Summerfield & De Lange, 2014), and social 

decision-making (Chang & Sanfey, 2013). However, how expectation biases social influence 

in goal-directed learning remains unclear. Based on our findings from Chapter 3 – 4, we seek 

to investigate how individuals’ expectation of the other agents’ expertise affects the learning 

processes when playing with intelligent versus dumb computers in a semi-social setting. In this 

chapter, I will first explain the paradigm, and then specify the hypotheses at both the model-

free level and the model-based level.  

 

5.1.1. Paradigm 

The paradigm here is a modified version of our main task that is introduced in Chapter 2, with 

the real co-players being replaced by computer agents. To examine how expectation biases the 

social influence effect in goal-directed learning, a between-group condition is introduced. 

Specifically, individuals in the experimental group expect to play with intelligent computers 

capable of learning the outcome contingencies, whereas participants in the control group expect 

to play with unintelligent computers that solely make random choices. In fact, despite the 

difference in framing, all aspects of the two conditions are identical. Thus, it allows us to 

experimentally assess the expectation effect—independent of social influences. Similar to our 

social influence task in the main study, the task in the current study uses a PRL task as its core 

as well, and contains six phases. The task structure is explained as follows (and see Fig. 5.1). 

 

Phase 1. Initial choice (1st choice). Upon the presentation of two choice options using 

abstract fractals, participants are asked to make their 1st choice. A yellow frame is then 

presented to highlight the chosen option.  

 

Phase 2. Initial bet (1st bet). After making the 1st choice, participants are asked to indicate 

how confident they are in their choice, 1 (not confident), 2 (reasonably confident) or 3 (very 

confident). Notably, the confidence ratings also serve as post-decision wagering metric 

(Persaud, McLeod, & Cowey, 2007); namely, the ratings will be multiplied by their potential 
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outcome on each trial. For instance, if a participant wins on a particular trial, the reward unit 

(i.e., 20 cent in the current setting) will then be multiplied with the bet (e.g., 2) to obtain the 

final outcome (20 * 2 = 40 cent). Therefore, the confidence rating in the current paradigm 

is referred to as “bet”. A yellow frame is presented to highlight the chosen bet.  

 

 

 

Figure 5.1. Social influence task with computer agents. The task consists of six phases, with icons 

of four computers always displayed on the screen. Phase 1, each trial begins with a choice selection 

between two abstract fractals. Phase 2, a bet (being 1, 2 or 3) is placed upon the selection of the 1st 

choice. Phase 3, the choices of the computer agents are revealed at the same time. Phase 4, a choice 

adjustment can be made after seeing the “semi-social” information. Phase 5, a bet change can be 

made after adjusting the choice. Phase 6, outcome is revealed based on the 2nd choice and 2nd bet 

(i.e., reward unit multiplied with the 2nd bet), together with the outcomes of the computer agents (i.e., 

only shown as the reward unit), followed by a jittered inter-trial interval (ITI).  
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Phase 3. “Social” information display. Once participants have provided their choices and 

bets, the choices (but not the bets) of all computer agents will be revealed. Crucially, instead 

of seeing the choice in a sequential manner as in our main paradigm, the task here shows all 

choices at the same time. This is because, in the control group, we do not expect participants 

to assign different credibility to the “dumb computers” as they do with human co-players.  

 

Phase 4. Choice adjustment (2nd choice). When all four other choices are presented, 

participants are able to adjust their choices given the “semi-social” information. The yellow 

frame is shifted accordingly to highlight the adjusted choice.  

 

Phase 5. Bet adjustment (2nd bet). After the choice adjustment, participants might adjust 

their bet. Plus, participants can also observe the computer agents’ second choices (on top of 

the first choices). The yellow frame is shifted accordingly to highlight the adjusted bet. 

 

Phase 6. Outcome delivery. Finally, the outcome is determined by the combination of their 

2nd choice and 2nd bet. Outcomes of the computer agents are also displayed, but shown only 

as the single reward unit (i.e., 20 cent) without multiplying their 2nd bet. This is to provide 

participants sufficient yet not overwhelming information about the agents’ performance.  

 

5.1.2. Hypotheses 

 

H1a: At the behavioral level, when playing with intelligent computers (experimental group), 

both individuals’ choice and bet will be altered by the social information, as a function of the 

group coherence. We expect the patterns of the choice switch probability and the bet difference 

will be comparable to our results in the main study.  

 

H1b: In contrast, when playing with the unintelligent computers (control group), we expect the 

social influence on both the choice and the bet will become weaker or even disappear as 

compared with the experimental group.  

 

H2: At the computational level, following the same model specification as in our main study, 

we expect to observe the instantaneous social influence effect in both the experimental group 

and the control group. However, we expect to observe the observational learning element only 

in the experimental group, rather than the control group.  
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5.2. Methods 

 

5.2.1. Participants and Procedure 

 

Participants  

Seventy-four healthy, right-handed participants were invited to participate in the study, who 

were randomly assigned to either the experimental group (N = 39) or the control group (N = 

35). No one had any history of neurological and psychiatric diseases, nor current medication 

except contraceptives. Special care during recruitment was taken to exclude participants who 

had participated in our main study. Nine participants out of 74 who had only switched once or 

had no switch at all were excluded. This was to ensure that the analysis was not biased by these 

non-responders (e.g., Tomlin et al., 2013). The final sample consisted of 65 participants (34 

females; mean age: 23.21 ± 3.44 years; age range: 19-34 years), where the experimental group 

contained 36 participants (19 females; mean age: 23.61 ± 3.42 years; age range: 19-34 years) 

and the control group contained 29 participants (15 females; mean age: 22.72 ± 3.46 years; age 

range: 19-33 years). All participants gave informed written consent before the experiment. This 

study was conducted in accordance with the Declaration of Helsinki and was approved by the 

Ethics Committee of the Medical Association of Hamburg.  

 

Experimental task 

To ensure complete understanding of the task procedure, this study was composed of a training 

phase and a testing phase on a single test day.  

 

Training phase 

On the test day, participants came to the behavioral lab to take part in the experiment. Upon 

arrival, they received the written task instruction and the consent form. After returned the 

written consent, participants were taken through a step-by-step task instruction by the 

experimenter and were given opportunities to ask any questions related to the task. Crucially, 

participants in the experimental group were instructed that they would play with intelligent 

computer agents that were capable of using an intelligent algorithm to learn the outcome 

contingency through trial-and-error; whereas participants in the control group were instructed 

that they would play with unintelligent computer agents that were not capable of learning the 

reward structure and only made random choices. In fact, the choice sequences of both groups 

were identical, and were obtained from a subset of participants from our main study. 
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Additionally, participants were explicitly informed (1) what probabilistic reward meant by 

receiving examples, (2) that there was neither cooperation nor competition with the computer 

agents in this experiment, and (3) that the reward probability could reverse multiple times over 

the course of the experiment, but participants were not informed about when and how often 

this reversal would take place. Importantly, to shift the focus of the study away from social 

influence and conformity, we stressed the experiment as a multi-player decision game, where 

the goal was to detect the “good option” so as to maximize their personal payoff in the end. To 

further enhance participants’ motivation, we informed them that the amount they would gain 

from the experiment would be added to their base payment (see below Reward Payment).  

 

The training task contained 10 trials and differed from the main experiment (in the testing 

phase) in two aspects. Firstly, it used a different set of stimuli than used in the main experiment 

to avoid any learning effect. Secondly, participants were given longer response window to fully 

understand every step of the task. Specifically, in both the experimental group and the control 

group, each trial began with the stimuli presentation of the two choice alternatives (4000ms), 

followed by the 1st bet (3000ms). Then, all 1st choices from the computer agents were displayed 

below the computer icons (3000ms). Participants were then able to adjust their choice (4000ms) 

and their bet (3000ms). Finally, outcomes of the participants were released (3000ms), followed 

by a jittered inter-trial interval (ITI, 2000 – 4000ms). To help participants familiarize 

themselves, we orally instructed them what to do on each step for the first two to three trials.  

 

Testing phase  

The testing phase took place immediately after the testing phase. The main experiment 

contained 100 trials and used a different pair of stimuli from the training task. It followed the 

exact description detailed in Section 5.1.1. Specifically, in both the experimental group and 

the control group, each trial began with the stimuli presentation of the two choice alternatives 

(3000ms), followed by the 1st bet (2000ms). Afterward, all 1st choices from the computer agents 

were displayed below the icons (3000ms). Participants were then able to adjust their choice 

(3000ms) and their bet (2000ms). Finally, outcomes of the participants were released (3000ms), 

followed by a jittered inter-trial interval (ITI, 2000 – 4000ms). The entire procedure (i.e., 

training + testing) lasted about 2 hours. 
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Reward payment 

Participants were compensated with a base payment of 20 Euro plus the reward they had 

achieved during the main experiment. In the main experiment, to prevent participants from 

careless responses on their 1st choice, they were explicitly instructed that on each trial, either 

the 1st choice or the 2nd choice would be used to determine the final payoff. However, this did 

not affect the outcome delivery on the screen. Namely, although on some trials participants’ 1st 

choice was used to determine their payment, only outcomes that corresponded to the 2nd choice 

appeared on the screen. Additionally, when their total outcome was negative, no money was 

deducted from their final payment. Overall, participants gained 3.81 ± 3.76 Euro after 

completing the experiment. Finally, the experiment ended with an informal debriefing session.  

 

Data acquisition 

Stimulus presentation and response recording were accomplished with Matlab R2014b 

(www.mathworks.com) and Cogent2000 (www.vislab.ucl.ac.uk/cogent.php). In both the 

training phase and the testing phase, buttons “V” and “B” on the keyboard corresponded to the 

left and right choice options, respectively; and “V”, “B”, and “N” corresponded to the bets “1”, 

“2”, and “3”, respectively. To avoid motor artifacts, the position of the two choices options 

was counterbalanced for all the participants.  

 

5.2.2. Statistical analysis 

To test our hypotheses H1a and H1b, we assessed the choice switch probability (how likely 

participants switched to the opposite option) and the bet difference (2nd bet minus the 1st bet) 

as a measurement of how choice and confidence were modulated by the social information 

from the (un)intelligent computers. Additionally, trials where participants did not give valid 

responses on either the 1st choice or the 1st bet in time were excluded for from the sample. On 

average, 7.1 ± 7.8% of the entire trials were excluded.  

 

We first tested how choice switch probability and bet difference varied as a function of group 

assignment (intelligent and unintelligent computers), direction of the group (with and against, 

with respect to each participant’s 1st choice) and coherence of the group (2:2, 3:1, 4:0, view of 

each participant). To this end, we submitted the choice switch probability and the bet difference 

to an unbalanced 2 (group) x 2 (direction) x 3 (coherence) repeated measures ANOVAs. The 

unbalance was due to the fact that data in the 2:2 condition could only be used once, and we 

grouped it into the “against” condition, resulting in three coherence levels in the “against” 

http://www.mathworks.com/
http://www.vislab.ucl.ac.uk/cogent.php
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condition and two coherence levels in the “with” condition. Grouping it into the “with” 

condition did not alter the results. We also sought to account for the random effect in this 

analysis. Therefore, we constructed four mixed effect models (see Table 5.1 and Table 5.2) 

with different random effect specifications, and selected the best one for the subsequent 

statistical analysis.  

 

Table 5.1. Mixed-effect models for the measurement of choice switch probability with 

different random effect specifications 

Model AIC p 

y ~ group*dir*coh + (1|sub) −74.88 -- 

y ~ group*dir*coh + (1|sub) + (1|dir:sub) −107.10 < 0.001 

y ~ group*dir*coh + (1|sub) + (1|coh:sub) −72.88 1.000 

y ~ group*dir*coh + (1|sub) + (1|dir:sub) + (1|coh:sub) −105.10 < 0.001 

Note: Models are specified in the “lme4” syntax: “varA*varB*varC” denotes the main effect plus 

the interaction effect of the variables; “(1|var)” denotes the single random effect; “(1|varA*varB)” 

denotes the interaction random effect between variables A and B. “group” = group assignment 

(intelligent computers vs. unintelligent computers). “dir” = direction (with vs. against the group). 

“coh” = coherence level (2:2, 3:1, 4:0). “sub” = subject. AIC = Akaike Information Criterion. Lower 

AIC value indicates better model. p values are calculated with 2 test, relative to the 1st model. In the 

current case, the 2
nd

 model best captures the random structure of the data.  

 

Table 5.2. Mixed-effect models for the measurement of bet difference with different 

random effect specifications 

Model AIC p 

y ~ group*dir*coh + (1|sub) 242.80 -- 

y ~ group*dir*coh + (1|sub) + (1|dir:sub) 243.28 0.217 

y ~ group*dir*coh + (1|sub) + (1|coh:sub) 238.35 < 0.001 

y ~ group*dir*coh + (1|sub) + (1|dir:sub) + (1|coh:sub) 232.96 0.007 

Note: Models are specified in the “lme4” syntax: “varA*varB*varC” denotes the main effect plus 

the interaction effect of the variables; “(1|var)” denotes the single random effect; “(1|varA*varB)” 

denotes the interaction random effect between variables A and B. “group” = group assignment 

(intelligent computers vs. unintelligent computers). “dir” = direction (with vs. against the group). 

“coh” = coherence level (2:2, 3:1, 4:0). “sub” = subject. AIC = Akaike Information Criterion. Lower 

AIC value indicates better model. p values are calculated with 2 test, relative to the 1st model. In the 

current case, the 4
th

 model best captures the random structure of the data.  
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We then tested whether there was a linear trend within each direction condition as a function 

of the group coherence for each group. That is, we were interested in whether the choice switch 

probability in the “against” (or “with”) condition showed a significant increase (or decrease) 

trend as the group coherence. To this aim, we first dummy coded the coherence 2:2, 3:1, 4:0 as 

1, 2 and 3, then performed a simple 1st-order polynomial fit using the choice switch probability 

as a function of the newly coded coherence. We concluded the linear trend as long as the slope 

term was significant. Similarly, the linear trend in the bet difference was tested as a function 

of the group coherence for each direction and each group.  

 

Next, we tested the learning effect within each trial when moving across the reversal. To this 

aim, we assessed the accuracy of both choices (whether selecting the more rewarding option) 

as well as both bets’ magnitude (i.e., 1, 2 and 3). We selected a window of three trials to perform 

this analysis, namely, three trials before the reversal and three trials after the reversal, with the 

reversal included. We then stacked the data with respect to the reversal (i.e., time-lock) and 

averaged them per participants. Similar to the above analysis, here we submitted the data to 2 

(group assignment) x 2 (1st accuracy / 1st bet vs. 2nd accuracy / 2nd bet) x 7 (relative trial position, 

−3, −2, −1, 0, +1, +2, +3) ANOVAs with four difference random effect specifications, 

respectively (see Table 5.3 and Table 5.4). If the main effect of position was significant, we 

then submitted the data to a post-hoc comparison with Tukey’s HSD correction.  

 

Table 5.3. Mixed-effect models for the measurement of choice accuracy with different 

random effect specifications 

Model AIC p 

y ~ group*typ*pos + (1|sub) −599.43 -- 

y ~ group*typ*pos + (1|sub) + (1|typ:sub) −597.43 1.000 

y ~ group*typ*pos + (1|sub) + (1|pos:sub) −726.23 < 0.001 

y ~ group*typ*pos + (1|sub) + (1|typ:sub) + (1|pos:sub) −724.23 1.000 

Note: Models are specified in the “lme4” syntax: “varA*varB*varC” denotes the main effect plus 

the interaction effect of the variables; “(1|var)” denotes the single random effect; “(1|varA*varB)” 

denotes the interaction random effect between variables A and B. “group” = group assignment 

(intelligent vs. unintelligent computers). “typ” = choice type (1st choice vs. 2nd choice). “pos” = 

relative trial position (−3, −2, −1, reversal, +1, +2, +3). “sub” = subject. AIC = Akaike Information 

Criterion. Lower AIC value indicates better model. p values are calculated with 2 test, relative to 

the 1st model. In the current case, the 3
rd

 model best captures the random structure of the data.  

 



 97 

Table 5.4. Mixed-effect models for the measurement of bet magnitude with different 

random effect specifications 

Model AIC p 

y ~ group*typ*pos + (1|sub) 302.44 -- 

y ~ group*typ*pos + (1|sub) + (1|typ:sub) 221.24 < 0.001 

y ~ group*typ*pos + (1|sub) + (1|pos:sub) 293.40 1.000 

y ~ group*typ*pos + (1|sub) + (1|typ:sub) + (1|pos:sub) 139.00 < 0.001 

Note: Models are specified in the “lme4” syntax: “varA*varB*varC” denotes the main effect plus 

the interaction effect of the variables; “(1|var)” denotes the single random effect; “(1|varA*varB)” 

denotes the interaction random effect between variables A and B. “group” = group assignment 

(intelligent vs. unintelligent computers). “typ” = choice type (1st choice vs. 2nd choice). “pos” = 

relative trial position (−3, −2, −1, reversal, +1, +2, +3). “sub” = subject. AIC = Akaike Information 

Criterion. Lower AIC value indicates better model. p values are calculated with 2 test, relative to 

the 1st model. In the current case, the 4
th

 model best captures the random structure of the data.  

 

All repeated measures ANOVA mixed-effect models were analyzed with the “lme4” package 

(Bates et al., 2015) in R (www.r-project.org). The 1st-order polynomial fit was performed with 

Matlab R2014b. Results were considered statistically significant at the level p < 0.05.  

 

5.2.3. Computational modeling 

To test hypothesis H2, we initially fit the data from both groups to all our cognitive models 

(M1a – M6b), however, the MCMC chains of M6a and M6b (the winning model in the main 

study; Section 3.4.2) did not converge for both group, even when we modified the sampling 

parameters and used longer chains (Carpenter et al., 2016). This was reasonable, though, 

because M6a and M6b were intentionally developed to accommodate observational learning 

when human co-players were engaged. When playing with computer agents, (either being 

intelligent or not) participants may track their performance differently from playing with real 

humans. We thus estimated the remaining set of models (M1a – M5; Table 5.5) to data from 

both groups. Procedures for model specification, model estimation, model comparison and 

posterior predictive check were identical to our main study (see Section 3.2.3 for details).  

 

 

 

 

 

http://www.r-project.org/
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Table 5.5. Summary of candidate computational models  

Class Model Description 

Non-social models 
M1a simple RL 

M1b M1a + fictitious update 

Social models with instantaneous effect 
M2a M1a + instantaneous social influence 

M2b M1b + instantaneous social influence 

Social models with instantaneous effect 

and observational learning (OL) 

M3 M2b + OL (others’ RL update) 

M4 M2b + OL (others’ action preference) 

M5 M2b + OL (others’ current reward) 

OL = observational learning 

 

5.3. Results 

 

5.3.1. Model-free findings 

To test hypothesis H1a, we first examined whether the pattern of choice switch probability in 

our main sample differed between the experimental group (i.e., playing with intelligent 

computers) and the control group (i.e., playing with unintelligent computers). The 2 (group, 

intelligent vs. unintelligent computers) x 2 (direction, with vs. against) x 3 (coherence: 2:2, 

3:1, 4:0, view of the participants) repeated-measures mixed-effect model revealed a significant 

main effect of direction (F1,74 = 68.05, p < 0.0001) as well as a significant main effect of group 

coherence (F1,199 = 49.13, p < 0.0001), but no significant main effect of group (F1,66 = 0.148, 

p = 0.702). The two significant main effects replicated the behavioral findings in our main 

study, namely, these results showed that (1) participants switched more often when observing 

the opposite options from the other computer agents than observing the same options, and that 

(2) the behavioral switching was greatly shaped by the group coherence formed by the other 

computer agents. In addition, we observed a significant interaction between group and 

direction (F1,74 = 6.55, p = 0.013) and a marginal interaction effect between group and 

coherence (F1,199 = 2.72, p = 0.068). No other interactions were significant. Despite the 

insignificant three-way interaction, our experimental design allowed us to perform two planned 

contrasts based on the findings from our main study, that is, we sought to assess whether the 

expectation of the expertise of the other agents altered the interaction between direction and 

coherence. As such, we set up the planned comparison per group, and found this interaction 

was only significant when playing with intelligent computers (F1,144 = 4.16, p = 0.043), rather 

than when playing with unintelligent computers (F1,116 = 0.003, p = 0.98). Further analyses 

revealed that when playing with intelligent computers, participants’ choice switch probability 
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showed a strong increasing linear trend when their initial choice was opposite to the majority 

of group (F1,106 = 28.22, p < 0.0001; Fig. 5.2A, light red), whereas no significant linear trend 

was observed when participants’ initial choice was the same as the majority group (F1,106 = 

2.06, p = 0.15, Fig. 5.2A, light blue). Likewise, when playing with unintelligent computers, 

participants showed a significant (F1,85 = 6.65, p = 0.012, Fig. 5.2A, dark red) but less strong 

(as compared with the same trend when playing with intelligent computers, independent t-test, 

t63 = 2.02, p = 0.048) switching trend as a function of the group coherence in the against 

condition; plus, no significant linear trend was observed in the with condition (F1,85 = 0.039, p 

= 0.84, Fig. 5.2A, dark blue).  

 

 

 

Figure 5.2. Behavioral pattern after receiving semi-social information. (A) Choice switch 

probability as a function of the group assignment (intelligent computers, light-color lines; 

unintelligent computers, dark-color lines), the direction with respect to the majority of the group 

(with, blue lines; against, red lines) and the group coherence (2:2, 3:1, and 4:0; view of the 

participants). (B) Bet difference as a function of group assignment, direction and group coherence. 

All error bars indicate within-subject standard error of the mean (within-subject SEM; Morey, 2008). 

 

Next, we examined whether it was beneficial to switch to the alternative option after receiving 

the choices from the computer agents. In other words, if the “social” information was 

considered to facilitate learning, participants’ were expected to perform better (choosing the 
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“good” option more often) on their 2nd choices than their 1st choices. To this aim, we submitted 

the choice accuracy to a 2 (group, intelligent vs. unintelligent computers) x 2 (type: 1st choice 

vs. 2nd choice) x 7 (relative trial position to the reversal, −3, −2, −1, 0, +1, +2, +3) repeated-

measures mixed-effect model, and the results indicated only a significant main effect of 

position (F1,378 = 16.28, p < 0.0001; Fig 5.3). Post-hoc test further suggested that all accuracies 

before and after the reversal were higher than the accuracy when the reversal just took place, 

respectively (post-hoc pairwise comparison with Tukey’s correction: “−3 vs. 0”, F1,378 = 8.47, 

p < 0.0001; “−2 vs. 0”, F1,378 = 7.17, p < 0.0001; “−1 vs. 0”, F1,378 = 7.67, p < 0.0001; “+1 vs. 

0”, F1,378 = 5.88, p < 0.0001; “+2 vs. 0”, F1,378 = 6.94, p < 0.0001; “+3 vs. 0”, F1,378 = 7.43, p 

< 0.0001). No other pair-wise post-hoc tests were significant. Thus, these results demonstrated 

merely the general efficacy of the PRL task; participants’ performance was neither improved 

when receiving the choices from the computer agents nor was affected by the agents’ expertise.  

 

 

 

Figure 5.3. Choice accuracy across reversal. Participants’ choice accuracy as a function of the 

group assignment (A, intelligent computers; B, unintelligent computers), the choice type (1st choices, 

light blue; 2nd choices, dark blue) and the trials positions relative to the reversal (−3, −2, −1, 0, 1, 2, 

3). All error bars indicate within-subject SEM. The gray vertical line indicates the reversal. 

 

Furthermore, to test our hypothesis H1b, we considered participants’ bet difference (i.e., 2nd 

bet – 1st bet) after receiving the choices from the computer agents and tested whether group 

assignment biased the pattern of the bet difference that was demonstrated in the main study. 

Using a separate 2 (group) x 2 (direction) x 3 (group coherence) repeated-measures mixed-

effect model, we observed a significant main effect of direction (F1,144 = 71.55, p < 0.0001) as 

well as a significant main effect of group coherence (F1,147 = 5.56, p = 0.005), but no significant 
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main effect of group (F1,66 = 0.148, p = 0.702). Neither any two-way interaction nor the three-

way interaction was significant. Similar to the planned analyses focusing on choice switch 

probability, here, we aimed at assessing whether the expectation of the expertise of the 

computer agents shifted the interaction between direction and coherence. As such, we set up 

the planned comparison per group, and found no interaction either when playing with 

intelligent computers (F1,144 = 0.12, p = 0.73), or when playing with unintelligent computers 

(F1,116 = 1.64, p = 0.20). Furthermore, we tested whether different linear trend existed in each 

condition. We observed that when playing with intelligent computers, participants’ bet 

difference showed a strong increasing linear trend when their initial choice was the same as the 

majority of group (F1,106 = 21.02, p < 0.0001; Fig. 5.2B, light blue), whereas no significant 

linear trend was observed when participants’ initial choice was opposite to the majority group 

(F1,106 = 1.01, p = 0.32, Fig. 5.2B, light red). Likewise, when playing with unintelligent 

computers, participants showed a significant (F1,85 = 20.28, p < 0.0001, Fig. 5.2B, dark blue) 

and equally strong trend (as compared with the same trend when playing with intelligent 

computers, independent t-test, t63 = 0.18, p = 0.86) of the bet difference as a function of the 

group coherence in the with condition; plus, no significant linear trend was observed in the 

against condition (F1,85 = 2.22, p = 0.14, Fig. 5.2B, dark red).  

 

Lastly, we examined the learning effect on bet, as we did for the choice accuracy. Results from 

a separate 2 (group) x 2 (bet type) x 7 (relative trial position to the reversal) repeated-measures 

mixed-effect model showed no significant main effects and two-way interaction effects. 

However, we observed a significant three-way interaction (F6,390 = 2.27, p = 0.036; Fig 5.4). 

Further analysis indicated the two-way interaction between type and position was only 

significant when playing with unintelligent computers (F6,174 = 2.88, p = 0.011), rather than 

when playing with intelligent computers (F6,216 = 0.50, p = 0.07). Post-hoc test further 

suggested that when playing with unintelligent computers, the magnitude of the 2nd bet on the 

relative trial position “P1” (i.e., one trial after the reversal) was greater than that of the 1st bet 

(F1,97 = 2.06, p = 0.042; Fig. 5.4B). No other pair-wise post-hoc tests were significant. To a 

certain extent, this may be because when the reversal took place, participants tended to place a 

lower bet, and information from even unintelligent computers helped reduce the uncertainty.  
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Figure 5.4. Bet magnitude across reversal. Participants’ bet magnitude as a function of the group 

assignment (A, intelligent computers; B, unintelligent computers), the bet type (1st bet, light green; 

2nd bet, dark green) and the trials positions relative to the reversal (−3, −2, −1, 0, 1, 2, 3). All error 

bars indicate within-subject SEM. The gray vertical line indicates the reversal. 

 

Together, the expectation of the computer agents’ expertise altered the patterns of participants’ 

choice but not the bet, however, observing the “semi-social” information from neither 

intelligent computers nor unintelligent computers helped individuals’ learning process. Next, 

we assessed whether/how the cognitive computations that underlay those behavioral features 

were modified by expectation using computational modeling.  

 

5.3.2. Model-based findings  

To assess our hypothesis H2, we fit all the computational models (M1a – M6b; see Section 

3.4.2) that we developed in the main study to the data in the current study. After the first 

attempt, models that accommodated observational learning via updating the cumulative reward 

history (i.e., M6a and M6b) did not converge. This was plausible, however, because these 

models were intentionally developed for the observational learning effect when playing with 

human partners. When playing with computer agents (either being intelligent or not), 

participants may not even track the “semi-social”, let alone the agents’ reward history in the 

recent past. Thus, we applied the remaining models (M1a – M5) in our model-based analysis.  

 

To briefly recap on the model space, we developed three categories of models to examine the 

social influence effect in goal-directed learning. The first category (M1a and M1b) did not 

consider any social information. The second category (M2a and M2b) incorporated only the 
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instantaneous social influence from the computer agents, and on top of that, the third category 

(M3 – M5) further considered the vicarious valuation process via observational learning. As 

clearly quantified by formal model comparison using LOOIC (see Fig. 5.5), M2b that 

integrated only instantaneous social information during the fictitious value update 

outperformed all the other competing models regardless of the group assignment. In either 

group, the corresponding parameter that quantified the effect of dissenting social information 

(i.e., β(w.Nagainst)) credibly differed from zero (intelligent computers, posterior mean = 3.23, 

95% HDI = [2.37, 4.04]; unintelligent group, posterior mean = 1.42, 95% HDI = [0.36, 2.34]), 

suggesting computer agents’ choices (either intelligent or not) indeed contributed to 

participants’ behavioral adjustment. Moreover, Bayesian between-group parameter 

comparison indicated that β(w.Nagainst) in the intelligent computers condition was credibly 

greater than that in the unintelligent computers condition (mean difference = 1.81, 95% HDI = 

[0.62, 3.13]), suggesting a stronger “social influence” effect in the intelligent computers 

condition than that in the unintelligent computers condition, which was in accordance with the 

model-free findings.  

 

 

 

Figure 5.5. Model selection. Model evidence of the (A) intelligent computers condition and (B) the 

unintelligent computers condition, with respect to the simplest model M1a. In both cases, model 

comparison clearly favors M2b as quantified by LOOIC. All models estimate both choices (C1, C2) 

and both bets (B1, B2). M1a employs the simplest Rescorla-Wagner value update rule to model the 

choices. Bets are quantified by the value difference between the chosen option and the unchosen 

option. Using the fictitious value update and integrating the instantaneous social influence largely 

improves the model performance. On top of that, adding the observational learning (OL) component 

provides equally well or even worse model performance. Lower LOOIC (more negative on the 

∆LOOIC scale) indicates better out-of-sample predictive accuracy. 



 104 

Next, we assessed whether the winning model was able to replicate the key features of the 

observed data, as we did in the main study. Using a post-hoc absolute-fit approach 

(Steingroever & Wagenmakers, 2014) that factored in participants’ actual action and outcome 

sequences to generate predictions with the entire posterior MCMC samples, we observed that 

the winning model (M2b) was well-capable to recapitulate our main behavioral findings for 

the intelligent computers group (see Fig. 5.6A-B), but did slightly worse in the unintelligent 

group, especially for the bet difference in the against condition (see Fig. 5.6C-D). 

Quantitatively, however, in both groups, the posterior predictive accuracy of the choice switch 

probability (against 0.5, because of two possible choice adjustments: switch and stay; 

intelligent computers, t35 = 16.16, p < 0.0001; unintelligent computers, t28 = 9.45, p < 0.0001) 

and the bet difference (against 0.2, because of five possible bet differences: intelligent 

computers, t35 = 13.86, p < 0.0001; unintelligent computers, t28 = 8.02, p < 0.0001) was 

significantly higher than chance level, confirming that M2b was sufficient to explain as well 

as predict the “semi-social” influence effect in goal-directed learning.  

 

Collectively, our model-based findings demonstrated a consistent and robust computational 

account of the semi-social influence effect in goal-directed learning, regardless of the 

expectation of the computer agents’ expertise. That is, both types of computer agents’ choices 

elicited an instantaneous social influence, however, participants did not track the performance 

of either of them.  

 



 105 

 

 

Figure 5.6. M2b Posterior predictive check. Post-hoc absolute-fit approach is used to simulate 

predictions given the actual action and outcome sequence. Results indicate that our winning model 

in general well captures patterns in both the choice switch probability (A, intelligent computers; C, 

unintelligent computers) and bet difference (B, intelligent computers; D, unintelligent computers). 

Gray lines indicate the actual data as in Fig. 5.2. Shaded error bars represent the 95% HDI of the 

mean effect across all participants computed from the entire posterior MCMC samples. 

 

5.4. Discussion 

This chapter examined the model-free features and the model-based signals of whether 

expectancy altered social influence in goal-directed learning using a modified social influence 

task introduced in Chapter 2. Specifically, we replaced real human co-players with computer 
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agents; and to examine whether the expectation of the agents’ expertise biased participants’ 

choice and confidence, we framed the computer agents to be either intelligent such that they 

were able to learn from trial-and-error, or unintelligent in a manner that they only made random 

decisions. In fact, all choice sequences and bet sequences were retrieved from a subset of our 

main sample and were kept identical across the two groups.  

 

Behaviorally, in both groups, the patterns of choice switch probability and bet difference were 

similar to the results in our main study. Namely, we observed that when individuals 

encountered conflicting social information, they showed great tendency to switch their choice 

to the direction of the group whereas retained their initial bet placement. On the contrary, when 

observing confirming information from the computer agents, individuals rarely switched their 

choice, meanwhile, increased their bet during the adjustment. Moreover, the semi-social 

influence on the choice switching was stronger in the intelligent computer group than that in 

the unintelligent computer group, especially when observing a disagreeing group opinion. 

However, the strength of the semi-social influence did not differ between the two groups. 

Intriguingly, despite the semi-social influence in both groups, the accuracy of participants’ both 

choices and the magnitude of their both bets did not differ in either group, suggesting that the 

semi-social information induced by the computer agents was not considered by the participants 

to facilitate learning. Together, these results demonstrated that the expectation of the agents’ 

expertise indeed biased individuals’ choice but not their confidence, which was in support of 

hypothesis H1a indicating a similar pattern as our main study and were in partial support of 

hypothesis H1b suggesting a weaker social influence effect.  

 

Computationally, the behavioral patterns in both groups were best accounted for by the simple 

fictitious update model that integrated only the instantaneous social information. Models that 

accommodated observational learning did not provide better model performance. In line with 

our behavioral findings, the instantaneous social influence component in our winning model 

indeed contributed to the behavioral adjustment. Plus, the corresponding parameter that 

captured this social information well reflected the strength of the “social” influence in our 

behavioral analysis, which in turn, supported our hypothesis H2. It should be noted, though, 

that we did not find the observational learning effect in the intelligent computer group as 

hypothesized in H2. This discrepancy may be due to the fact that the social information elicited 

from even intelligent agents was less strong than the authentic social information when playing 

with human co-players. These findings may concur with previous studies that have illustrated 
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sizable difference in behavior and BOLD response when playing with human partners as 

opposed to computer partners in distinct social context (Gallagher et al., 2002; Lockwood et 

al., 2016), especially in economic / game-theoretic decision games (Rilling et al., 2002; Sanfey 

et al., 2003; Kircher et al., 2009; Sripada et al., 2009); although in many cases, the choice 

sequence from both types of partners were interchangeable (Fareri et al., 2012). 

 

Our findings may contribute to the literature on the effect of expectation by adding empirical 

evidence from the research field of goal-directed learning. In term of the expectation of the 

others’ expertise, studies have shown that individuals are more likely to follow advice from 

competent advisors than from the incompetent counterparts (Twyman, Harvey, & Harries, 

2008). It was only recently that studies on the expectation have focused on learning. In a recent 

study, Leong & Zaki (2018) have demonstrated that the initial expectation of the other agents’ 

expertise is taken into account when predicting the stock performance, where its core is a bandit 

task with a drifted reward probability. In this vein, our findings further demonstrate the effect 

of expectation in a social (or at least, semi-social) context. Alternatively, the choice switching 

in the current study may be attributed to perceptual salience (Itti & Koch, 2001) when observing 

conflict information. However, this alternative interpretation only stands when looking at the 

intelligent computers group alone. Indeed, the behavioral pattern in the unintelligent computers 

group largely indicates the perceptual salience. Given our experimental design where the 

expectation of the agents’ expertise is the only difference, when contrasting the behavioral 

effect in the intelligent computers group with that in the unintelligent computers group, it is 

plausible to argue that the behavioral switching in the former group is ascribed to the effect of 

expectation, thus, it rules out the interpretation of perceptual salience. Lastly, there is no 

observational learning effect in either group, and this could only be revealed by means of 

computational modeling, exemplifying its powerfulness in uncover latent decision processes 

in goal-directed learning and alike.  

 

Our results together provide direct model-free and model-based evidence of the expectation-

biased social influence in goal-directed learning, and may pave the way for investigating the 

effect of expectation on learning in more general situations, especially in the context of 

expertise expected from intentional (humans) and non-intentional (computers) agents.  
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6. CONCLUSIONS 

 

In the current thesis, I have presented a novel neurocomputational account of social influence 

in goal-directed learning. I have argued that employing a learning paradigm – a PRL task in 

the current thesis – allows for teasing apart reward-based learning (through direct valuation) 

and socially-based learning (through observational learning). In addition, computational 

modeling and model-based fMRI help to understand not merely what social influence is, but 

also how social influence is computed and how such computations are implemented in the 

brain. At the beginning of the thesis, I asked (1) how does knowing about other people’s 

decisions influence individuals’ own choices and confidence under uncertainty, (2) what is the 

underlying computational processes by which social influence is integrated into ones’ own 

decision-making, (3) how such computation is represented in the brain, and (4) could the 

expectation of the social partners alter the social influence effect in goal-directed learning? 

This thesis is the very first attempt to jointly provide answers to these questions at behavioral, 

computational and neural level. In this final chapter, I will first summarize the highlights of 

each previous chapter. Then I will discuss potential future directions that could be derived from 

the current thesis. Lastly, I will draw the overall conclusions.  

 

6.1. Summary 

Social influence is ubiquitous yet exceedingly complex. This complexity partially lies in the 

multiple and often overlapping motives that drive conformity, as well as potentially distinct 

computational processes underling different associated behavioral features. Meanwhile, such 

complexity is also intrinsic to social (decision) neuroscience: beyond mere localization, a 

thorough understanding of the neural implementations of computational processes are of 

enormous importance. These challenges may only be solved by an integrative approach, like 

the approaches taken in the current thesis.  

 

In Chapter 1 (“Introduction”) I reviewed the vast literature on social influence and goal-

directed learning, both of which were the theoretical pillars of the current thesis. First, I argued 

that previous paradigms that primarily assessed the social influence effect on perceptual 

decision-making and evaluative judgment did either not consider how social information was 

integrated into individuals’ own decision process, or not examine how social influence was 

shaped by different group coherence. Second, I highlighted the reinforcement learning 

framework for studying goal-directed learning, and argued that central features entailed in 
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learning paradigms (e.g., feedback of actions, evaluation of performance) could make it 

possible to dissociate direct learning and observational learning in a social context. To this end, 

I proposed a novel social influence task in Chapter 2 (“The Social Influence Task”) that allowed 

multiple players to interact with each other in real-time while engaging in a probabilistic 

reversal learning task. After providing a step-by-step walk-through of the task structure, I then 

emphasized the theoretical contributions of the task. In a nutshell, the social influence task in 

the current thesis enabled (1) the thorough investigation of every key stage involved in typical 

social influence paradigms, (2) the examination of the parametric effect of group coherence on 

social influence, and (3) the exploration of the latent computational signals underlying 

behavioral adjustments resulted from social influence. 

 

In Chapter 3 (“Model-free and Model-based Effects of Social Influence in Goal-directed 

Learning”) I started with the model-free findings of social influence in goal-directed learning 

using our social influence task. The results revealed that social influence showed a substantial 

effect on both choice and confidence. Additionally, the data ruled out the alternative 

interpretation of perceptual conflict by demonstrating an enhanced learning performance after 

receiving social information. Next, I dove more deeply into questions surrounding how social 

influence and learning emerged at the computational level. In particular, I proposed three 

categories of competing models and found that individuals’ behavioral adjustment was 

accounted for by the instantaneous social information, meanwhile a combined value 

computation between their own direct valuation (computed through fictitious RL update) and 

the vicarious value (updated through tracking their social peer’s performance in the recent past) 

was employed to guide future decisions. Posterior predictions further demonstrated that the 

winning model was able to explain as well as predict the behavioral patterns. Besides, I 

presented a detailed pipeline of conducting computational modeling using HBA, which 

addressed the importance of falsification in cognitive computational modeling (Palminteri, 

Wyart, & Koechlin, 2017). 

 

In Chapter 4 (“Neural Substrates of Social Influence in Goal-directed Learning”), I focused on 

the neural signatures of the above-mentioned computational signals using model-based fMRI. 

Through a double dissociation analysis, I found that the direct value computation was 

represented in the vmPFC, whereas the vicarious value computation was encoded in the ACCg. 

Plus, signals from these two regions converged at the (rostral) mPFC, a region directly 

associated with action selection. Moreover, I showed that the VS/NAcc scaled with the RPE in 
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a simple GLM contrast and also complied with the theoretical hallmarks of the RPE. Namely, 

an RPE signal should be positively correlated with the actual outcome and negatively correlated 

with the expected outcome. Furthermore, I reported a brain network when individuals observed 

dissenting social information, including the rTPJ, the ACC/pMFC, bilateral aINS, and the FPC, 

and a brain network engaged in behavioral adjustment, including the ACC and bilateral dlPFC 

(when switching) and the vmPFC (when staying). Both networks were consistent with previous 

literature. Finally, I probed into the functional connectivity between the above regions. A PPI 

revealed that the functional link between the rTPJ and the left putamen was modulated by 

behavioral switching, where the putamen may reflect the computation of a type of SPE. A PhiPI 

verified that the activities in the rTPJ and the left dlPFC elicited connectivity response in the 

vmPFC and the pMFC, which partially overlapped with regions that encoded the dissociable 

value computation. Together, these results established a closed-loop network between brain’s 

reward circuits and the social circuits. 

 

Chapter 5 (“Expectation Biases Social Influence in Goal-directed Learning”) turned to a 

specific aspect of social influence, which was, expectation. Using a modified version of the 

social influence task where individuals were instructed to play with either intelligent or 

unintelligent computer agents, I assessed whether the expectation of the agents’ expertise 

biased the social influence in goal-directed learning. Indeed, such expectations shaped choice 

preference but not confidence; and in either group, “social” information was not found to 

facilitate learning. Despite the difference in behavior, both groups’ data were best accounted 

for by a simple fictitious RL model integrating only the instantaneous social information, which 

suggested that observational learning may be specific only to human partners in an authentic 

and ecologically valid social setting.  

 

6.2. Looking Forward 

This thesis is only the starting point of what I trust will be an exciting and insightful area of 

research. The studies in the current thesis indeed just touched some of the core questions 

surrounding social influence in goal-directed learning, and there are many questions yet 

unanswered. Below, I will outline some future directions that are closely associated with the 

findings in the current thesis.  

 

In our main experiments, we have observed a brain network when individuals received 

disagreeing group opinion, of which the rTPJ is a central hub. Although the rTPJ plays a central 
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role in theory of mind and perspective taking in many paradigms of social decision-making 

(Saxe & Kanwisher, 2003; Behrens et al., 2008; Hampton et al., 2008), few studies have 

established the potential causal link between the rTPJ and the corresponding behavioral 

readouts. One solution, in the case of our study, is to apply brain stimulation (e.g., TMS) over 

the rTPJ and assess whether downregulating the neural activity in the rTPJ disrupts the 

integration of social information into individual’s own decision-making process, and thus alters 

the behavioral adjustment towards group decisions. At the neural level, we may anticipate a 

reorganized functional connectivity between the rTPJ and brain areas dedicated to reward (e.g., 

VS, putamen, vmPFC). Another approach that helps to establish the causal account, at least at 

the neural level, is the dynamic causal modeling (DCM), as it overcomes the shortcomings of 

correlational approaches (i.e., PPI/PhiPI) by considering the input information and examining 

how the input information is communicated from one region to another (Friston, Harrison & 

Penny, 2003; Stephan et al., 2008; Stephan et al., 2010). 

 

Besides, the payoff structure in the current thesis is independent of group coherence, namely, 

there is neither cooperation nor competition. However, both scenarios are worth investigating 

as suggested by previous studies (e.g., Suzuki et al., 2015; Sugimoto, Shigemune, & Tsukiura, 

2016). If cooperation is required in our paradigm, only when all players decide on the correct 

option can they receive the payoff, or otherwise nothing at all. It is expected that participants 

in such experimental setup would switch more often when receiving conflicting social 

information in order to reach consensus. When they fail to do so, they may feel guilty and 

might be more likely to switch to the direction to the group on subsequent trials as compared 

with when they successfully achieve cooperation. On the other hand, if competition is 

introduced to our paradigm, players will have to share a limited amount of payoff, whereby the 

available reward will be divided by the number of winning players who decide on the correct 

option. Participants in such experimental setup may attempt to deceive their partners (i.e., 

intentionally choose the “bad” option to mislead others) and might be aware that others are 

attempting to deceive as well. Thus, it is expected to observe less behavioral switching when 

receiving disagreeing group opinion. However, participants may not always deceive the others, 

because if they constantly do so, the other co-players will soon realize it and will not be 

deceived any more. Therefore, in order to maintain the deception successful, one is required to 

make tradeoffs between deceiving their partners and building reputation along the course of 

the experiment.  
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Moreover, in terms of methodology, applying multivariate analysis may provide more 

insightful information than univariate analysis that was used in the current thesis. Univariate 

analysis takes the encoding approach and examines how neural activities correlate with 

different cognitive processes or experimental conditions. However, it can be suboptimal to 

reveal how certain psychological functions are represented in the brain. Although the ROI time 

series estimates used in the current thesis are helpful to overcome this challenge, it lacks 

thorough quantitative examination. One solution is to consider multivariate analysis, especially 

the multivariate pattern analysis (MVPA). Contrary to the univariate analysis, MVPA employs 

the decoding approach based on modern machine learning principles, and categorizes distinct 

cognitive processes (e.g., face vs. house) from the activation patterns of different voxels 

(Haynes & Rees, 2006; Norman et al., 2006; Kriegeskorte 2011; Hebart, Görgen, & Haynes, 

2015). Concerning the current thesis, we found that the ACC/pMFC both responded to the 

social information and encoded the behavioural switching. The interpretation of the functional 

role of this region may benefit from MVPA by assessing whether the representational patterns 

of subregions of the ACC differ from one another. Doing so also avoids reverse inference issues 

often associated with GLM analysis (Poldrack, 2006, 2011). 

 

Moving beyond, the current thesis may shed light on the emerging field of computational 

psychiatry and pave the path for developing individualized medicine and personalized mental 

health. Computational psychiatry is a rapidly growing and highly multidisciplinary research 

field (Montague et al., 2012; Wang & Krystal, 2014; Huys, Maia, & Frank, 2016). It combines 

the advances of neuroscience, psychiatry, computational modeling and Bayesian modeling to 

disentangle the hidden processes that underlie certain mental disorders. One common practice 

in computational psychiatry is to build and develop cognitive models to approximate cognitive 

processes. Moreover, individual-level model parameters are powerful tools that allow us to 

classify potential subgroups within complex mental disorders, together with other modalities 

of measurement (e.g., DSM-5, American Psychiatric Association, 2013). Lastly, those model-

derived latent variables are central elements to perform model-based analysis to further 

discover subgroup-related biomarkers, which in turn, will facilitate personalized mental health 

and precision medicine on a finer scale. In this vein, the current thesis which have focused on 

the neurocomputational mechanisms of social influence in goal-directed learning will be 

profoundly beneficial to better understand psychiatric illnesses that are particularly associated 

with maladaptive social behavior, especially post-traumatic stress disorder (PTSD) and autism 

spectrum disorder (ASD). 
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6.3. Final Remarks 

A comprehensive understanding of social influence in decision-making requires an integrative 

approach of behavioral measurement, computational modeling, and functional neuroimaging. 

Regardless of potential caveats that could be addressed in future investigations, this thesis 

provides constructive evidence of the behavioral and neurocomputational foundations of social 

influence in goal-directed learning. I hope that the findings in the current thesis will clarify 

some complexity of the neurocomputational mechanisms of social influence and will bring 

some insight for new perspectives on how latent cognitive processes may be identified using 

cognitive modeling. This computational endeavor and the associated neural representation may 

further inspire personalized mental health for pathologies characterized by deficits in social 

interaction, for instance PTSD and ASD. Both theoretical and methodological contributions of 

this thesis will in the future deepen our understanding of the brain’s mechanisms underlying 

complex decision-making in dynamic social contexts. 
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